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Corvinus University of Budapest

Doctoral School of Economics and Business Informatics

Essays on Derivative Pricing and Risk Management
Doctoral Dissertation

Dániel Léber
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Chapter 1

Introduction

For both risk managers and portfolio managers, the continuous emergence of increas-
ingly complex financial instruments poses a persistent challenge. While financial innova-
tion expands the set of tools available for hedging, risk transfer, and portfolio construction,
it also makes valuation and risk measurement more demanding. This is particularly true
for exotic derivatives whose payoffs depend on the path of one or more underlying assets.
Lookback, Asian, barrier, and rainbow options are well-known examples of such contracts,
and their valuation typically requires methods that go beyond the standard closed-form
results available for plain-vanilla claims. From a practical perspective, the problem is not
merely to obtain derivative prices, but to obtain prices and risk measures with sufficient
precision and speed for trading, hedging, portfolio rebalancing, and risk monitoring. For
complex path-dependent and multi-asset products, the relevant dynamics are often too rich
for simple analytical treatment, while standard numerical procedures may become costly
when high accuracy is required. This creates a natural demand for methodologies that
can deliver accurate valuation and practically useful risk measures in a computationally
efficient way (Hull and Basu (2016), Hull (2023), Wilmott (2013)).

The challenge is compounded by the empirical properties of financial markets them-
selves. Asset returns are known to exhibit stylised facts such as volatility clustering, heavy
tails, leverage effects, and intermittency, all of which require complex modelling and
forecasting. At the same time, market dynamics are influenced not only by past prices but
also by information flows and investor sentiment reflected in news, corporate language,
internet message boards, and social media. This is particularly important because financial
institutions must forecast risk measures with a high degree of accuracy, while also meeting
increasingly stringent regulatory requirements. In this context, volatility forecasts play a
central role in Value-at-Risk forecasting used for internal risk control, capital allocation,
and regulatory backtesting (Cont (2001), Basel Committee on Banking Supervision (2013,
2019), Tetlock (2007), Kranefuss and Johnson (2021), Deveikyte et al. (2022)).
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1.1 Research Questions and Hypotheses

These challenges motivate the present dissertation, which examines how analytical,
numerical, and data-driven methods can contribute to high-precision valuation and risk
measurement of path-dependent derivatives, as well as to sentiment-based volatility fore-
casting. More specifically, the dissertation seeks answers to the following questions:

• How can pseudo-Hermitian Hamiltonian simulations be turned into practical high-
precision algorithms for pricing and risk measurement of path-dependent options?

• How can this methodology be generalised to the case of multiple correlated under-
lying assets in order to price multi-asset path-dependent derivatives?

• How can volatility and Value-at-Risk forecasting be improved by combining
GARCH-type models, recurrent neural networks, and sentiment information
extracted from news and social media?

The first two research questions give rise to one methodological hypothesis each,
while the third research question is examined through two empirical hypotheses concern-
ing the predictive content of sentiment information and its contribution to forecasting
performance. Accordingly, the dissertation formulates the following hypotheses:

H1. It is hypothesised that, within the examined single-asset Black–Scholes–Merton
settings, the pseudo-Hermitian Hamiltonian spectral method will attain numerical
accuracy at least comparable to that of the Crank–Nicolson, binomial-tree, and
Monte Carlo benchmark methods for option valuation, with particularly strong
performance for quantities that depend sensitively on the reconstructed Arrow–
Debreu state-price density. On sufficiently fine grids, the shift-invert Lánczos
approximation is expected to retain essentially the accuracy of the full-spectral
solution while exhibiting a more favourable empirical runtime profile.

H2. It is hypothesised that the pseudo-Hermitian similarity transformation considered
for the single-asset problem in H1 can be generalised into a Hermitian framework
for pricing simple and path-dependent options on multiple correlated underlying
assets, thereby enabling the derivation of semi-analytical pricing solutions and
efficient approximations for path-dependent multi-asset derivatives.

H3. It is hypothesised that positive and negative sentiment indices derived from news
and Twitter/X contain statistically significant predictive information for the condi-
tional variance of daily returns among the S&P 500 stocks included in the empirical
sample.
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H4. It is hypothesised that augmenting the GARCH and GARCH–LSTM-based models
with sentiment information will reduce out-of-sample realised-volatility forecast
errors for stocks included in the empirical sample relative to the corresponding
models without sentiment. The resulting improvements in volatility forecasts are,
in turn, expected to improve the performance of Value-at-Risk forecasts, as assessed
using standard Value-at-Risk backtests.

The three substantive chapters examine these hypotheses from closely connected but
distinct angles. Chapter 2 examines H1 by developing a practical pseudo-Hermitian
Hamiltonian simulation framework for single-asset path-dependent derivatives and evalu-
ating it against established benchmark methods. This study builds on the results reported
in my earlier thesis Léber (2021), which examined the pricing of path-dependent options
through the general solution of the Schrödinger equation and analysed the convergence of
the proposed method. The present work extends that research through further method-
ological developments and comparisons with several classical pricing methods. Chapter
3 examines H2 by generalising the pseudo-Hermitian framework to several correlated
underlying assets and applying it to European terminal claims and multi-asset barrier op-
tions. Chapter 4 examines H3 and H4 by testing the linear and nonlinear predictive content
of news- and social-media-based sentiment indices and by evaluating whether sentiment
augmentation improves volatility and Value-at-Risk forecasts produced by GARCH and
GARCH–LSTM-based models.

Beyond these specific contributions, the dissertation’s added value lies in bringing
together two strands of research that are often studied separately. The first two chapters
show how a framework inspired by quantum mechanics can be developed from a practical
high-precision implementation for single-asset derivatives into a generalised methodology
applicable to multiple correlated assets. The third chapter shows how traditional econo-
metric models and modern neural network architectures can be combined with sentiment
information to forecast volatility, thereby capturing nonlinear patterns that are difficult to
model with conventional methods.

The dissertation is organised into four subsequent chapters. Chapter 2, Efficient High
Precision Pseudo-Hermitian Hamiltonian Simulation of Path-Dependent Options, devel-
ops the numerical pseudo-Hermitian Hamiltonian framework and benchmarks it against
standard pricing methods. Plain-vanilla options are used to assess numerical accuracy
against the analytical Black-Scholes-Merton benchmark, while a double knock-out option
serves as a representative example of a path-dependent contract. Chapter 3, Quantum
Mechanical Approach to Pricing Multi-Asset Path-Dependent Options, continues this
methodological line by generalising the framework to multiple correlated underlying as-
sets and deriving solutions for general multi-asset European options and a representative
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path-dependent rainbow option. Chapter 4, The Sentiment Augmented GARCH-LSTM
Hybrid Model for Value-at-Risk Forecasting, investigates the linear and nonlinear pre-
dictive power of sentiment indices and proposes a sentiment-augmented econometric and
hybrid forecasting model for volatility and Value-at-Risk forecasting. Finally, Chapter 5
concludes the results and outlines possible directions for future research.
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Chapter 2

Efficient High Precision
Pseudo-Hermitian Hamiltonian
Simulation of Path-Dependent Options

This chapter develops a high-precision pseudo-Hermitian Hamiltonian simulation
framework for pricing single-asset path-dependent options and computing associated risk
measures. By representing Arrow–Debreu state prices in a metric Hilbert space and
implementing a Hamiltonian spectral simulation and its shift-invert Lánczos version, we
show how quantum-mechanical-inspired simulations can deliver accurate option prices,
deltas, digital option prices, and knock-out probabilities with a relatively fast runtime.
This work lays the theoretical and numerical foundation for the next chapter, in which we
generalise the framework to multiple correlated assets.

2.1 Introduction

Recent work in derivative pricing encompasses a broad spectrum of theoretical inno-
vations and numerical methods. Although closed-form solutions exist for certain stan-
dard derivatives, such as plain-vanilla European-style options, the pricing and sensitivity
analysis of path-dependent instruments, such as limit-price options, often rely on compu-
tationally expensive numerical procedures. Classical approaches based on Monte Carlo
simulation, lattice trees, and finite-difference methods are well established and widely
used in the finance literature. However, in settings where both high precision and fast
computational turnaround are required, these standard methods are not always the most
suitable, since their accuracy may improve only at the cost of substantial additional run-
time or increased numerical complexity. This issue becomes particularly important when
derivatives are used not only for indicative valuation but also for hedging, rebalancing,
and risk control, because even small local pricing errors may propagate into materially
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different risk sensitivities or knock-out event probabilities (Wilmott (2013), Hull and
Basu (2016), Hull (2023)). In response to these challenges, derivative pricing theory
is evolved into a rich methodological landscape in which tools from spectral theory,
operator methods, and quantum-mechanically inspired models complement classical val-
uation approaches. This extensive literature includes pseudo-Hermitian reformulations,
supersymmetric frameworks, Feynman path-integral methods, and a variety of alternative
numerical schemes, all aimed at developing tractable and accurate solution frameworks
for pricing problems that go beyond the standard solutions (Jana and Roy (2012, 2011),
Linetsky (1997), Araneda and Villena (2021), Baaquie (2007)).

One of the earliest explicit uses of the Black-Scholes-Merton Schrödinger reformu-
lation is due to Haven (2002), who introduces an arbitrage-free potential and interprets
the derivative value as a quantum state. Building on endogenous-arbitrage formulations,
Contreras et al. (2010) propose a so-called Black Scholes Schrödinger framework, in
which arbitrage effects enter through an additional potential term and induce a Hamil-
tonian description of pricing dynamics. A related but conceptually distinct line of re-
search retains the Schrödinger correspondence while focusing directly on the operator
reformulation of the original Black-Scholes-Merton generator and on the analytical and
computational implications of its Hamiltonian representation. Vukovic (2015) explores
the mathematical correspondence between the Schrödinger and Black-Scholes-Merton
partial differential equations through their Hamiltonian representations, showing that
the quantum-mechanical Hamiltonian is Hermitian, whereas the Hamiltonian governing
Black-Scholes-Merton dynamics is non-Hermitian. Jana and Roy (2012) refine this point
by showing that the Black-Scholes-Merton Hamiltonian is nevertheless pseudo-Hermitian,
in the sense that one can construct a 𝜂 metric operator under which the pricing generator
becomes similar to a genuinely Hermitian operator, thereby providing a consistent inner
product setting for eigenfunction-based representations with eigenvalues that are typi-
cally real in the financial context. The authors further emphasise that pseudo-Hermiticity
modifies the appropriate completeness and inner-product relations, which in turn yield
an explicit eigenfunction-based representation of the option values within the 𝜂-weighted
framework. In subsequent work, Jana and Roy (2011) exploit supersymmetric methods
to construct isospectral partner Hamiltonians for the Black-Scholes-Merton operator. The
authors illustrate the procedure using a path-dependent double knock-out barrier option,
represented by an infinite square-well potential, and derive partner operators whose eigen-
functions satisfy the same boundary conditions and whose spectra coincide, up to the usual
supersymmetry-based exception of a possible missing ground state. Related extensions
based on Darboux transformations and supersymmetric constructions are discussed by
Yeşiltaş (2023).
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Complementing the Schrödinger-based reformulations, Feynman’s path-integral for-
malism represents another important quantum-inspired approach in quantitative finance.
In this framework, derivative values are expressed through propagators obtained by aggre-
gating contributions from ensembles of admissible trajectories. Linetsky (1997) presents
path-integral valuation as both a unifying conceptual framework and a practical compu-
tational methodology for path-dependent derivatives, showing that Gaussian cases may
admit closed-form semiclassical expressions, whereas more general settings can be han-
dled numerically via quadrature or Monte Carlo evaluation along the classical path. The
methodology is illustrated on canonical path-dependent contracts such as weighted geo-
metric Asian options, floating barrier options, and barrier options with ladder-like bar-
riers. In a closely related Hamiltonian formulation, Baaquie et al. (2004) incorporate
payoff constraints as potential terms and evaluate the resulting path integrals numerically,
while Baaquie (2007) further develops this perspective across a broader range of financial
applications. Using a semiclassical path-integral approximation tailored to local-volatility
dynamics, Araneda and Villena (2021) also show that such methods can deliver accurate
and computationally efficient pricing in the constant elasticity of variance (CEV) setting.

Both the Schrödinger-mapping and path-integral viewpoints foreground the role of
linear operator structure in derivative valuation. In Markovian models, prices evolve under
a pricing semigroup generated by an infinitesimal operator, and Linetsky (2007) formulates
the associated boundary-value problems in terms of the generator’s spectral analysis,
emphasising that when the state-price density is unavailable in closed form, valuation
and hedging on large grids of states and maturities become computationally demanding.
Within this operator framework, derivative values are obtained by propagating payoffs
through the pricing semigroup, so that valuation reduces to characterising the eigenvalues
and eigenfunctions of the generator in close analogy with diagonalising a Hamiltonian. In
the case of Black-Scholes-Merton diffusion models, the Liouville transformation converts
the associated Sturm-Liouville eigenproblem into a one-dimensional Schrödinger normal
form, in which an effective potential encodes the model dynamics together with the relevant
boundary conditions. Building on this spectral perspective, Davydov and Linetsky (2003)
introduce eigensecurities, defined as eigenfunctions of the present-value operator, which
diagonalise the operator and yield a spectral representation of the state-price density. For
regular Sturm-Liouville problems, they show that high accuracy typically requires only a
modest number of terms, that convergence improves at longer maturities because higher
modes are exponentially suppressed, and that the resulting eigenpairs can be reused across
strikes, maturities, and hedge calculations.

Linetsky (2004b,a) extends spectral methods to path-dependent derivatives such as
continuously sampled Asian and lookback options, where the relevant payoff distributions
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are generally not available in closed form and standard analytical approximations often
lack reliable error control. In these settings, pricing is reduced to the spectral analysis
of the underlying diffusion generator, leading to semi-analytical valuation formulas ex-
pressed through eigenfunction expansions rather than purely classical simulation-based
procedures. For arithmetic Asian options, the approach yields tractable spectral represen-
tations when the average is not lognormally distributed under geometric Brownian motion.
The author further remarks that the same spectral structure admits alternative interpreta-
tions, including a mapping to a Schrödinger equation with a Morse-type potential and a
connection to Brownian motion on the hyperbolic plane in the presence of a magnetic field.
For lookback-style contracts, the method exploits the connection between running extrema
and first-hitting-time problems. A central practical advantage of this methodology is that
risk sensitivities can be obtained by analytical differentiation of the expansion without ad-
ditional loss of accuracy. The author also emphasises that convergence improves at longer
maturities because higher modes are increasingly suppressed, making spectral methods
particularly attractive for long-dated path-dependent contracts. These contributions also
help clarify the distinction between semi-analytical spectral pricing and the numerical
approach pursued in the present study. In the spectral literature surveyed by Linetsky,
the emphasis is explicitly on those symmetric Markov models for which the underlying
Sturm–Liouville problem can be solved in closed form, typically after reduction to a
Schrödinger equation with a known special-function potential. By contrast, outside that
analytically tractable class, the state-price densities are generally not available in explicit
form, and valuation must instead rely on numerical procedures (Linetsky (2007)).

Recent studies indicate that spectral methodology extends beyond closed-form eigen-
function expansions to include high-order numerical discretisations and semi-analytical
transform techniques. For the time-fractional Black-Scholes-Merton equation with a Ca-
puto time derivative, An et al. (2021) develop a high-order space-time spectral method
based on a variational formulation, combining Jacobi-polynomial temporal expansions
with Fourier-like spatial basis functions, and establish stability and convergence results
supported by numerical experiments. In a related direction, after recasting the pricing
partial differential equation in heat-equation form, Carr and Itkin (2021) derive semi-
analytical pricing formulas for barrier and American options under a time-dependent
Ornstein-Uhlenbeck process using a generalised integral transform, obtaining stable one-
dimensional integral representations with a Fourier-series structure involving Jacobi theta
functions. Their method is validated against Crank-Nicolson benchmarks and is partic-
ularly attractive when prices or Greeks are required across many strikes and maturities,
especially in challenging configurations where finite-difference schemes may lose accu-
racy near the barrier. More recently, Mollahasani (2023) proposes a hybrid scheme for the
time-fractional Black-Scholes-Merton equation that uses a second-order finite-difference
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discretisation in time and a spatial spectral approximation based on fractional-order shifted
Hahn functions, with numerical tests indicating improved accuracy and efficiency relative
to competing methods.

Recent years have seen a growing body of work on quantum computing for finance
that develops quantum hardware oriented algorithms for derivative pricing by expressing
derivative valuation in operator form suited to implementation on quantum computers,
while highlighting a central implementation challenge in that quantum processors natu-
rally realise unitary evolutions generated by Hermitian operators whereas Black-Scholes-
Merton type generators are generally non Hermitian and therefore correspond to intrinsi-
cally non unitary dynamics (Gonzalez-Conde et al. (2023)). Herman et al. (2023) provide
a broad review of quantum computing for financial applications with particular emphasis
on stochastic modelling, optimisation, and machine learning, outlining standard classical
workflows used in practice and clarifying both the prospective advantages and the current
limitations of quantum computational methods. In a representative option pricing applica-
tion, Stamatopoulos et al. (2020) develop an end-to-end quantum gate-based pricing circuit
built around quantum amplitude estimation for vanilla, multi-asset, and path-dependent
payoffs, including barrier options. By contrast, Gonzalez-Conde et al. (2023) present also
an end-to-end gate-based quantum algorithm that maps the Black-Scholes-Merton equa-
tion to Schrödinger-type evolution and implements Hamiltonian simulation on a quantum
computer. The resulting non-Hermitian propagator is handled through unitary dilation
in an enlarged Hilbert space with a single ancilla qubit, and the option value estimation
can be quadratically accelerated by quantum amplitude estimation. More recently, Kumar
and Wilmott (2025) extend quantum imaginary-time methods to general non-Hermitian
Hamiltonians, indicating that future quantum approaches to derivative pricing may proceed
through direct simulation of non-unitary pricing dynamics.

Motivated by the pseudo-Hermitian formulation of the Black-Scholes-Merton operator
developed by Jana and Roy (2012, 2011), we cast the associated similarity transform as
a practical numerical methodology for pricing vanilla and path-dependent derivatives,
along with risk sensitivities. The central idea is to work with the pseudo-Hermitian
transform of the Black-Scholes-Merton Hamiltonian, estimate the corresponding Arrow-
Debreu prices numerically via a spectral decomposition, inspired by Davydov and Linetsky
(2003)’s eigensecurities, and then use state prices to compute derivative values and express
sensitivities from a risk-management perspective.

In particular, the pseudo-Hermitian similarity transform used here yields a self-adjoint
operator on a Hilbert space, which allows the method to leverage robust numerical Her-
mitian eigensolvers and effective Krylov subspace algorithms. From a computational
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perspective, this reformulation is attractive because it delivers two complementary ad-
vantages that simplify and accelerate both propagation and post-processing. First, the
discretised Hamiltonian is sparse and Hermitian, with an orthogonal eigenbasis, which
supports stable spectral propagation and enables the systematic reuse of computed eigen-
pairs to obtain option values, sensitivities, and barrier survival probabilities within a sin-
gle computational framework. Second, Hermiticity makes diagonalisation substantially
cheaper, since the dominant eigenpairs can be extracted efficiently via Krylov-subspace
projections, in contrast to non-Hermitian settings, where more general and typically more
computationally demanding procedures, such as the Arnoldi algorithm, are required. In-
deed, since higher modes are exponentially suppressed as time to maturity increases, their
contribution becomes negligible beyond a moderate index (Davydov and Linetsky (2003),
Linetsky (2007)). We therefore propose a shift–invert Lánczos Krylov strategy that tar-
gets only the eigenpairs required to satisfy a prescribed spectral-tail tolerance, avoiding
full diagonalisation while retaining the stability benefits of an orthogonal eigenbasis.
In contrast to eigenfunction expansions based on Liouville-transformed Sturm–Liouville
problems, which are generally confined to a narrow class of analytically tractable mod-
els and often require model-specific derivations and numerical procedures, the proposed
pseudo-Hermitian approach provides a more general, broadly applicable framework. In
typical implementations, its main computational burden is limited to the numerical eval-
uation of a relatively small number of Hermitian eigenpairs (Linetsky (2007, 2004b)). To
quantify accuracy, convergence, and runtime in practice, we benchmark our results against
standard numerical pricing algorithms, including Cox–Ross–Rubinstein binomial trees,
Crank–Nicolson finite-difference solvers, and Monte Carlo simulations. We also com-
pare not only option values but also derived sensitivities, including state-price densities,
deltas, and barrier-event probabilities, which provide stricter validation than price-only
comparisons. This broader numerical Hamiltonian framework is practically relevant be-
cause many financially important valuation problems lie outside the class of analytically
solvable spectra. In the general Markovian setting, pricing expectations are typically un-
available in explicit analytical form, whereas extended specifications, such as Markovian
HJM models with accrued-variance states or GARCH stochastic-volatility option models,
require numerical simulations (Linetsky (2007), Lin and Ritchken (2006)).

To illustrate the effectiveness of the proposed algorithms, we first revisit the pseudo-
Hermitian reformulation of the Black-Scholes-Merton framework and show how the as-
sociated similarity transform yields a Hermitian Hamiltonian representation. Building
on this representation, we derive the Arrow-Debreu state prices by solving the associ-
ated time-independent Schrödinger equation. We then introduce the classical benchmark
methodologies used in the numerical comparisons to compute Arrow-Debreu prices and
derived values. In accordance with the established methodology, the numerical presenta-

22



tion is organised around two complementary case studies. We begin with a plain-vanilla
European call, using the Black-Scholes-Merton closed form to assess approximation error
and runtime across the competing numerical approaches. We then turn to a genuinely
path-dependent example, a double knock-out barrier call option, and apply the same
methodology to pricing and sensitivity analysis. In both settings, we compare the pro-
posed algorithms with the classical numerical baselines in terms of the inferred Arrow-
Debreu state-price densities, option values, convergence behaviour, computational cost,
and the resulting state-price-derived risk measures, including sensitivities and knock-out
probabilities.

2.2 Pseudo-Hermitian Representation of the Black-
Scholes-Merton Dynamics

Representing an option-value function as a quantum state requires recasting the
Euclidean-space formulation conventionally used in financial mathematics within the
Hilbert-space framework of quantum mechanics (Vukovic (2015), Baaquie (2007)). Let
𝑔(𝑆, 𝑡) denote the value of the option when the price of the underlying asset (the stock
price) is 𝑆 at valuation time 𝑡. In the Hilbert space, all relevant information about an
option can be represented by an infinite-dimensional complex vector, the so-called ket
vector illustrated in Equation (2.1).

|𝑔(𝑆, 𝑡)⟩ =



...

𝑔(𝑆 − 2Δ𝑆, 𝑡)
𝑔(𝑆 − Δ𝑆, 𝑡)
𝑔(𝑆, 𝑡)

𝑔(𝑆 + Δ𝑆, 𝑡)
...


(2.1)

where, |𝑔(𝑆, 𝑡)⟩ represents the quantum state of the option (Baaquie (2007)).

In financial mathematics, the Black-Scholes-Merton partial differential Equation 2.2
serves as a tool to determine the value of a European option over an infinitesimally small
time interval, effectively capturing the dynamics of the option’s value. Analogously to the
fundamental laws governing physical dynamics, the equation governing the time evolution
of an option within the Black-Scholes-Merton framework is inherently deterministic. In
quantum mechanics, the Schrödinger differential Equation 2.3 governs the time evolution
of a quantum state |Ψ⟩ between two specified temporal points. According to Vukovic
(2015) and Baaquie (2007), the corresponding differential equation in the Euclidean
space can be reformulated in the Hilbert space, as shown in Equation 2.4, where the
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special operator 𝐻̂𝐵𝑆 plays a role analogous to that of the Hamiltonian operator 𝐻̂ in
the Schrödinger equation. To align unitary Schrödinger evolution with pricing dynamics,
we use the usual imaginary-time (Wick-rotated) representation, in which the factor 𝑖 is
removed. Economically, this replaces physical phase oscillations by the real diffusion-
and-discount semigroup that propagates the terminal payoff back to its present value
(Wróblewski (2014), Contreras et al. (2010)). For the financial application, we work in
natural units and set ℏ = 1 throughout. The risk associated with the option’s value is
intrinsically related to the behaviour of the logarithm of the underlying stock price 𝑆.
Therefore, it is advantageous to express the operator 𝐻̂𝐵𝑆 in terms of the 𝑥 logarithm of the
stock price, as illustrated in Equation 2.6. In addition, the Black-Scholes-Merton partial
differential equation is posed with a terminal condition at maturity 𝑡 = 𝑇 rather than an
initial condition, as is typically specified in the Schrödinger initial-value formulation. It
is therefore convenient to introduce the time to maturity variable 𝜏 = 𝑇 − 𝑡, so that the
Hilbert space evolution (2.4) can be written as a backward time evolution with 𝜏 in the
Schrödinger form (2.7).

𝜕𝑔(𝑆, 𝑡)
𝜕𝑡

=

(
𝑟 − 𝑟𝑆 𝜕

𝜕𝑆
− 1

2
𝜎2𝑆2 𝜕

2

𝜕𝑆2

)
𝑔(𝑆, 𝑡) (2.2)

𝑖ℏ
𝜕 |Ψ⟩
𝜕𝑡

= 𝐻̂ |Ψ⟩ (2.3)

𝜕 |𝑔(𝑆, 𝑡)⟩
𝜕𝑡

= 𝐻̂𝐵𝑆 |𝑔(𝑆, 𝑡)⟩ (2.4)

𝐻̂𝐵𝑆 =

(
𝑟 − 𝑟𝑆 𝜕

𝜕𝑆
− 1

2
𝜎2𝑆2 𝜕

2

𝜕𝑆2

)
(2.5)

𝐻̂𝐵𝑆 =

(
𝑟 −

(
𝑟 − 𝜎

2

2

)
𝑑

𝑑𝑥
− 𝜎

2

2
𝑑2

𝑑𝑥2

)
(2.6)

𝜕

𝜕𝜏
|𝑔(𝑆, 𝜏)⟩ = −𝐻̂𝐵𝑆 |𝑔(𝑆, 𝜏)⟩ (2.7)

where, 𝑔(𝑆, 𝑡) represents the function of the option value, 𝑟 is the constant risk-free
interest rate, 𝜎 is the constant volatility of the underlying stock, |𝜓⟩ represents a specific
quantum state, |𝑔(𝑆, 𝑡)⟩ represents the quantum state of an option, 𝑥 represents the loga-
rithm of the stock price, 𝜏 is the time to maturity, 𝐻̂𝐵𝑆 is a Hamiltonian operator satisfying
the Black-Scholes-Merton transformation (Baaquie (2007), Jana and Roy (2012)).

In quantum mechanics, the result of a measurement corresponds to real eigenvalues
only if the associated operator is Hermitian. However, as noted by Vukovic (2015)
and Baaquie (2007), the Black-Scholes-Merton Hamiltonian is non-Hermitian, which
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allows the appearance of complex eigenvalues, although the non-Hermiticity does not
automatically imply complex spectra. A broad framework underlying the emergence
of real spectra in certain non-Hermitian settings is pseudo-Hermiticity, which means
that an operator 𝐻̂ is called 𝜂-pseudo-Hermitian if there exists an invertible Hermitian
operator 𝜂 such that shown in Equation (2.8) (Mostafazadeh (2002)). Jana and Roy
(2012) demonstrate that the Black-Scholes-Merton Hamiltonian satisfies the 𝜂-pseudo-
Hermiticity condition. Using a similarity transformation (2.9), the operator 𝜌̂ defined in
(2.10) maps the non-Hermitian Hamiltonian 𝐻̂𝐵𝑆 to the Hermitian Hamiltonian ℎ̂𝐵𝑆 (2.11).
The metric operator 𝜂, defined in Equation (2.12), ensures the 𝜂-pseudo Hermiticity of 𝐻̂𝐵𝑆
by modifying the scalar product and completeness relations in non-Hermitian systems.
Economically, 𝜌̂ is an invertible state-dependent reweighting that cancels the first-order
risk-neutral log-return drift in the transformed representation. The drift’s directional
effect is retained in the endpoint factors 𝜌(𝑥𝑡)−1𝜌(𝑥𝑇 ), while the constant term of ℎ̂𝐵𝑆
carries discounting together with the drift correction, so the original Black-Scholes-Merton
valuation is unchanged. One special path-dependent case is the double knock-out option,
where 𝐿 and 𝑈 denote the lower and upper barrier levels of the underlying asset price,
respectively. Within the pseudo-Hermitian similarity-transformed framework, the double
knock-out option’s barrier condition is naturally incorporated into the Hermitian problem
by an infinite square-well potential, with survival restricted to paths that remain inside the
corresponding interval (ln 𝐿, ln𝑈) up to maturity (Jana and Roy (2011)). Accordingly, the
potential term in the transformed Black-Scholes-Merton Hamiltonian is infinite outside
the barrier levels, as stated in Equation (2.13), which is equivalent to imposing absorbing
Dirichlet boundary conditions at the barriers. The unbounded log-price coordinate takes
values in the ordinary real line R = (−∞,∞), hence the symbols ±∞ in integration limits
denote the unbounded extent of the domain, not points adjoined to it. In the double knock-
out case, +∞ denotes the hard-wall limit 𝑉0 → +∞, whose operator-theoretic realisation
is the self-adjoint Dirichlet Hamiltonian on 𝐿2((ln 𝐿, ln𝑈)); the barrier points belong to
the boundary rather than to the open configuration domain. The same pseudo-Hermitian
framework can also be extended to multiple correlated underlyings, as Léber (2025)
provides an explicit multi-asset generalisation of the pseudo-Hermitian Black-Scholes-
Merton Hamiltonian and applies the resulting operator setting to pricing path-dependent
multi-asset contracts.

𝐻̂
†
𝐵𝑆

= 𝜂𝐻̂𝐵𝑆𝜂
−1. (2.8)

𝜌̂𝐻̂𝐵𝑆 𝜌̂
−1 = ℎ̂𝐵𝑆, (2.9)

𝜌̂ = exp
[
−

(
1
2
− 𝑟

𝜎2

)
𝑥

]
, (2.10)
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ℎ̂𝐵𝑆 = −
𝜎2

2
𝑑2

𝑑𝑥2 +
1

2𝜎2

(
𝜎2

2
+ 𝑟

)2

, (2.11)

𝜂 = 𝜌̂2 = exp
[
−

(
1 − 2𝑟

𝜎2

)
𝑥

]
, (2.12)

ℎ̂DKO = −𝜎
2

2
𝑑2

𝑑𝑥2+𝑉DKO(𝑥), 𝑉DKO(𝑥) =


1
2𝜎2

(
𝜎2

2 + 𝑟
)2
, ln 𝐿 < 𝑥 < ln𝑈,

+∞, otherwise,
(2.13)

where, 𝐻̂𝐵𝑆 represents the non-Hermitian Black-Scholes-Merton Hamiltonian, ℎ̂𝐵𝑆 is
the transformed Hermitian Hamiltonian, 𝜌̂ is the transformation operator used to map 𝐻̂𝐵𝑆
to ℎ̂𝐵𝑆, 𝜂 is the metric operator ensuring 𝜂-pseudo Hermiticity, 𝜎 is the volatility, 𝑟 is the
risk-free interest rate, 𝑥 represents the logarithmic transformation of the asset price and
𝑉DKO is the potential operator of the Hamiltonian operator of the double knock out option.
In particular, 𝐻̂†

𝐵𝑆
denotes the Hermitian adjoint of 𝐻̂𝐵𝑆, while ℎ̂DKO denotes the Hermitian

Hamiltonian operator governing the double knock-out option in the similarity-transformed
representation (Jana and Roy (2012, 2011)).

2.3 Arrow-Debreu Prices in Hilbert Space

Arrow-Debreu state-space pricing represents uncertainty by indexing all possible out-
comes at the terminal date 𝑇 by states of the world, so that any contingent claim can be
decomposed into elementary state-contingent payoffs. An Arrow-Debreu security is an
elementary claim that pays one unit of account in exactly one state at date 𝑇 and zero
otherwise (Arrow (1964)). In a finite state economy with states 𝑠 ∈ {1, . . . , 𝑆}, any payoff
𝑋𝑇 (𝑠) can be written as a linear combination of the Arrow-Debreu payoffs, and at time 𝑡
the no-arbitrage price of an asset is therefore a linear functional of the payoff as shown
in Equation (2.14). When the relevant terminal state is continuous, such as 𝑦 = 𝑆𝑇 or
𝑦 = 𝑥𝑇 = ln 𝑆𝑇 , the collection of Arrow-Debreu prices is represented by a state-price den-
sity 𝜋𝑡,𝑇 (𝑦), and the pricing functional takes the continuum form given by Equation (2.15),
which is the counterpart of Equation (2.14). The state-price density assigns today’s price
to one unit of payoff delivered in an infinitesimal neighbourhood around state 𝑦 at date 𝑇 ,
and the non-negativity of Arrow-Debreu prices implies 𝜋𝑡,𝑇 (𝑦) ≥ 0 under no-arbitrage for
standard state spaces and reference measures (Aı̈t-Sahalia and Lo (1998)).

𝑉𝑡 =

𝑆∑︁
𝑠=1

𝜋𝑡,𝑇 (𝑠) 𝑋𝑇 (𝑠), (2.14)
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𝑉𝑡 =

∫
Y
𝜋𝑡,𝑇 (𝑦) 𝑋𝑇 (𝑦) 𝑑𝑦, (2.15)

where 𝑡 denotes the valuation time, 𝑇 is the maturity, 𝑉𝑡 is the time 𝑡 no-arbitrage
value of the contingent claim, 𝑆 is the number of states in the finite-state economy, 𝑋𝑇 (𝑠)
is the payoff delivered at time 𝑇 in state 𝑠, and 𝜋𝑡,𝑇 (𝑠) is the time 𝑡 price of the Arrow-
Debreu security that pays one unit of account at time 𝑇 if and only if state 𝑠 occurs.
In the continuum-state representation, 𝑦 denotes a terminal state variable such as 𝑆𝑇 or
𝑥𝑇 = ln 𝑆𝑇 , Y is the corresponding state space, 𝑋𝑇 (𝑦) is the terminal payoff expressed as
a function of 𝑦, and 𝜋𝑡,𝑇 (𝑦) is the state-price density over Y (Arrow (1964), Aı̈t-Sahalia
and Lo (1998)).

State-price densities in the continuum case and Arrow-Debreu state prices in a finite-
state economy offer a direct route to valuing many derivatives because once the relevant
state-price system is characterised, the value of any terminal state-contingent payoff is
obtained by integrating or summing against those state prices. In practice, the main diffi-
culty is constructing the required state prices, which is particularly challenging for path-
dependent claims whose payoff depends on additional path functionals, such as running
averages or extrema. In this case, the standard solution is therefore to enlarge the Markov
state by introducing auxiliary variables that track the relevant path functionals so that the
augmented process becomes Markov on a higher-dimensional state space, which restores
a state-price representation but typically increases numerical complexity and motivates
specialised partial differential equations and auxiliary-state algorithms for path-dependent
derivatives (Ritchken et al. (1993), Rogers and Shi (1995), Lin and Ritchken (2006)).
Barrier options provide a canonical illustration because their payoffs hinge on whether
a barrier is breached prior to maturity, and therefore the terminal distribution recovered
from plain-vanilla option prices does not, in general, identify the required first-hitting-time
behaviour (Brown et al. (2001)). A complementary strand of the asset-pricing literature
formulates Arrow-Debreu valuation in a Hilbert space of square-integrable payoffs. It
represents the price map as a continuous positive linear functional on a payoff subspace,
which is useful because it yields a norm-based geometric framework for analysing exis-
tence and non-uniqueness of admissible state-price representations in incomplete markets
and for deriving sharp bounds and diagnostics implied by limited asset data, while the
economically essential restriction of positivity rules out price assignments that would
generate arbitrage for nonnegative claims (Harrison and Kreps (1979), Chamberlain and
Rothschild (1983), Hansen and Richard (1987), Hansen and Jagannathan (1991, 1997)).

Within a Hilbert-space formulation of derivative pricing, it is useful to recall the stan-
dard spectral construction of the time-dependent Schrödinger equation from the stationary

27



eigenvalue problem of the corresponding time-independent Hamiltonian. For notational
simplicity, we first write the discrete-spectrum case. If the stationary eigenstates satisfy
Equation (2.16) and form a complete orthonormal system as in Equation (2.17), then
an arbitrary state can be expanded according to Equation (2.18). Substituting this ex-
pansion into the time-dependent Schrödinger equation (2.3) yields Equation (2.19), and
orthonormality reduces the dynamics to the decoupled coefficient equation together with
its explicit solution in Equation (2.20). This in turn leads to the standard spectral represen-
tation (2.21). On unbounded domains, the corresponding discrete sum is understood in the
usual spectral-integral sense, whereas in bounded domains, such as the double knock-out
barrier problem, the spectrum is genuinely discrete (Griffiths and Schroeter (2018)).

𝐻̂ |𝜙𝑛⟩ = 𝐸𝑛 |𝜙𝑛⟩ , (2.16)

∑︁
𝑛

|𝜙𝑛⟩ ⟨𝜙𝑛 | = 𝐼,
∫
R
𝑑𝑥 |𝑥⟩ ⟨𝑥 | = 𝐼, (2.17)

|Ψ(𝑡)⟩ =
∑︁
𝑛

𝑎𝑛 (𝑡) |𝜙𝑛⟩ , (2.18)

∑︁
𝑛

𝑑𝑎𝑛 (𝑡)
𝑑𝑡

|𝜙𝑛⟩ = −
𝑖

ℏ

∑︁
𝑛

𝑎𝑛 (𝑡) 𝐻̂ |𝜙𝑛⟩ = −
𝑖

ℏ

∑︁
𝑛

𝑎𝑛 (𝑡) 𝐸𝑛 |𝜙𝑛⟩ , (2.19)

𝑑𝑎𝑛 (𝑡)
𝑑𝑡

= − 𝑖
ℏ
𝐸𝑛𝑎𝑛 (𝑡), 𝑎𝑛 (𝑡) = 𝑎𝑛 (0) 𝑒−𝑖𝐸𝑛𝑡/ℏ, 𝑎𝑛 (0) = ⟨𝜙𝑛 | |Ψ(0)⟩ . (2.20)

|Ψ(𝑡)⟩ =
∑︁
𝑛

𝑒−𝑖𝐸𝑛𝑡/ℏ |𝜙𝑛⟩ ⟨𝜙𝑛 | |Ψ(0)⟩ = 𝑒−𝑖𝐻̂𝑡/ℏ |Ψ(0)⟩ . (2.21)

where 𝐻̂ is a Hamiltonian, |𝜙𝑛⟩ and 𝐸𝑛 denote its stationary eigenvectors and eigenval-
ues, |Ψ(𝑡)⟩ is an arbitrary quantum state at time 𝑡, |Ψ(0)⟩ is the initial state, 𝑎𝑛 (𝑡) are the
time-dependent expansion coefficients, ℏ is Planck’s constant, 𝐼 is the identity operator,
and |𝑥⟩ denotes the position basis state (Griffiths and Schroeter (2018)).

The same spectral argument carries over to the Black-Scholes-Merton setting once the
pricing problem is written as a Euclidean-time evolution in the time-to-maturity variable
𝜏 = 𝑇 − 𝑡. Since the terminal payoff is prescribed at maturity rather than the initial state
at 𝑡 = 0, we denote the known maturity state by |𝑔𝑇 ⟩ = |𝑔(𝜏 = 0)⟩ = |𝑔(𝑡 = 𝑇)⟩. Because
𝐻̂𝐵𝑆 is 𝜂-pseudo-Hermitian, as discussed in Equations (2.8)-(2.12), its eigenstates satisfy
the modified orthonormality and completeness relations in Equation (2.23). Accordingly,
the option state can be expanded as in Equation (2.24), and substitution into Equation
(2.7) gives Equation (2.25). Projection with the 𝜂-inner product then yields the decoupled
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coefficient equation together with its explicit solution in Equation (2.26). This leads
to the pseudo-Hermitian spectral representation (2.27) and the corresponding spectral
decomposition (2.28) (Jana and Roy (2012)).

𝐻̂𝐵𝑆 |𝜓𝑛⟩ = 𝜖𝑛 |𝜓𝑛⟩ , (2.22)

⟨𝜓𝑚 | 𝜂 |𝜓𝑛⟩ = 𝛿𝑚𝑛,
∑︁
𝑛

|𝜓𝑛⟩ ⟨𝜓𝑛 | 𝜂 = 𝐼, (2.23)

|𝑔(𝜏)⟩ =
∑︁
𝑛

𝑏𝑛 (𝜏) |𝜓𝑛⟩ , (2.24)

∑︁
𝑛

𝑑𝑏𝑛 (𝜏)
𝑑𝜏

|𝜓𝑛⟩ = −
∑︁
𝑛

𝑏𝑛 (𝜏) 𝐻̂𝐵𝑆 |𝜓𝑛⟩ = −
∑︁
𝑛

𝑏𝑛 (𝜏) 𝜖𝑛 |𝜓𝑛⟩ , (2.25)

𝑑𝑏𝑛 (𝜏)
𝑑𝜏

= −𝜖𝑛𝑏𝑛 (𝜏), 𝑏𝑛 (𝜏) = 𝑏𝑛 (0) 𝑒−𝜖𝑛𝜏, 𝑏𝑛 (0) = ⟨𝜓𝑛 | 𝜂 |𝑔𝑇 ⟩ . (2.26)

|𝑔(𝜏)⟩ =
∑︁
𝑛

𝑒−𝜖𝑛𝜏 |𝜓𝑛⟩ ⟨𝜓𝑛 | 𝜂 |𝑔𝑇 ⟩ = 𝑒−𝜏𝐻̂𝐵𝑆 |𝑔𝑇 ⟩ , (2.27)

𝑒−𝜏𝐻̂𝐵𝑆 =
∑︁
𝑛

𝑒−𝜖𝑛𝜏 |𝜓𝑛⟩ ⟨𝜓𝑛 | 𝜂. (2.28)

where 𝑥 = ln 𝑆 is the log value of the spot price, 𝜏 = 𝑇 − 𝑡 is time to maturity, |𝑔𝑇 ⟩ is
the payoff state prescribed at maturity, |𝑔(𝜏)⟩ is the option state at time to maturity 𝜏, 𝐻̂𝐵𝑆
is the non-Hermitian Black-Scholes-Merton Hamiltonian in log-price representation, |𝜓𝑛⟩
and 𝜖𝑛 are the corresponding eigenstates and eigenvalues, 𝜂 is the metric operator, 𝑏𝑛 (𝜏)
are the corresponding expansion coefficients, and 𝐼 is the identity operator (Jana and Roy
(2012)).

To recover Arrow-Debreu state prices in the log-price representation, we project the
solution onto the basis |𝑥⟩. This yields the log-price space representation (2.29) and
suggests introducing the terminal payoff function in log-price form as 𝑔𝑇 (𝑥𝑇 ) = ⟨𝑥𝑇 |𝑔𝑇 ⟩.
We then define the Arrow-Debreu state-price density according to Equation (2.30). With
this definition, the option value is obtained by integrating the payoff against the state-
price kernel as in Equation (2.31). Using the similarity transform (2.9), the Arrow-
Debreu state-price density can be expressed by the metric operators (2.32). Substituting
the pseudo-Hermitian spectral decomposition (2.28) into Equation (2.30), the equivalent
eigenfunction expansion (2.33) is expressed, in which the metric factor enters explicitly
through the modified completeness relation. In this convention, the metric operator
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transformation is part of the Arrow-Debreu state-price density, so it no longer needs to be
taken into account once more in the pricing integral (Jana and Roy (2012, 2011)). In this
operator formulation, the Arrow–Debreu state-price density computed in the simulations
is the financial counterpart of the Green’s function, or propagator kernel, used in physics.
A Green’s function describes how the effect of a unit impulse introduced at one state is
propagated by the governing linear operator to another state over a given time interval
(Baaquie (2007)).

𝑔(𝑥𝑡 , 𝜏) = ⟨𝑥𝑡 |𝑔(𝜏)⟩ = ⟨𝑥𝑡 | 𝑒−𝜏𝐻̂𝐵𝑆 |𝑔𝑇 ⟩ =
∫
𝐷

𝑑𝑥𝑇 ⟨𝑥𝑡 | 𝑒−𝜏𝐻̂𝐵𝑆 |𝑥𝑇 ⟩ ⟨𝑥𝑇 |𝑔𝑇 ⟩ , (2.29)

𝜋𝑡,𝑇 (𝑥𝑡 , 𝑥𝑇 ) = ⟨𝑥𝑡 | 𝑒−𝜏𝐻̂𝐵𝑆 |𝑥𝑇 ⟩ , (2.30)

𝑔(𝑥𝑡 , 𝜏) =
∫
𝐷

𝑑𝑥𝑇 𝜋𝑡,𝑇 (𝑥𝑡 , 𝑥𝑇 ) 𝑔𝑇 (𝑥𝑇 ), (2.31)

𝜋𝑡,𝑇 (𝑥𝑡 , 𝑥𝑇 ) = ⟨𝑥𝑡 | 𝜌̂−1𝑒−𝜏ℎ̂𝐵𝑆 𝜌̂ |𝑥𝑇 ⟩ = 𝜌̂(𝑥𝑡)−1 𝜌̂(𝑥𝑇 ) ⟨𝑥𝑡 | 𝑒−𝜏ℎ̂𝐵𝑆 |𝑥𝑇 ⟩ . (2.32)

𝜋𝑡,𝑇 (𝑥𝑡 , 𝑥𝑇 ) =
∑︁
𝑛

𝑒−𝜖𝑛𝜏 ⟨𝑥𝑡 |𝜓𝑛⟩ ⟨𝜓𝑛 | 𝜂 |𝑥𝑇 ⟩ =
∑︁
𝑛

𝜂(𝑥𝑇 ) 𝑒−𝜖𝑛𝜏 𝜓𝑛 (𝑥𝑡) 𝜓∗𝑛 (𝑥𝑇 ), (2.33)

where 𝑥𝑡 = ln 𝑆𝑡 is the log-price at valuation time 𝑡, 𝑥𝑇 = ln 𝑆𝑇 is the terminal log-
price at maturity 𝑇 , 𝜏 = 𝑇 − 𝑡 is time to maturity, |𝑥⟩ is the log-price basis, 𝑔(𝑥𝑡 , 𝜏) is
the option value in log-price representation, 𝑔𝑇 (𝑥𝑇 ) is the terminal payoff function in the
same representation, 𝜋𝑡,𝑇 (𝑥𝑡 , 𝑥𝑇 ) is the corresponding Arrow-Debreu state-price density,
𝜓𝑛 (𝑥) = ⟨𝑥 |𝜓𝑛⟩ are the eigenfunctions of 𝐻̂𝐵𝑆, 𝜓∗𝑛 (𝑥) = ⟨𝜓𝑛 |𝑥⟩ denotes the complex
conjugate of 𝜓𝑛 (𝑥) and is the coordinate-space representation of the bra ⟨𝜓𝑛 |, which is
the Hermitian adjoint of the ket |𝜓𝑛⟩, 𝜖𝑛 are the associated eigenvalues, 𝜂 is the metric
operator, ℎ̂𝐵𝑆 is the Hermitian Hamiltonian obtained from the similarity transformation.

2.4 Numerical Simulations of the State-Price Densities
and Derived Quantities

This subsection compares numerical constructions of Arrow-Debreu state prices and
derived quantities for plain-vanilla European and double knock-out barrier options. All
experiments are implemented in Python and executed on an Intel(R) Core(TM) i7-9700K
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3.6 GHz CPU without parallelisation. Across methods, the algorithms start from the same
set of financial inputs, namely the constant risk-free rate 𝑟, the constant volatility 𝜎, strike
𝐾 , initial price 𝑆0, maturity 𝑇 , when relevant, the lower and upper barriers (𝐿,𝑈), and
differ primarily in a sensitivity parameter that controls numerical granularity. To avoid
ambiguity, we distinguish between price solvers used in the runtime/error comparisons
and density solvers used in the state-price comparison. The resolution parameters are
the number of simulated paths and monitoring times for Monte Carlo, the number of
tree steps for the Cox-Ross-Rubinstein lattice, the spatial and temporal grid sizes for
Crank–Nicolson, the log-price grid size 𝑛 for the dense Hamiltonian spectral solver, and
additionally the spectral-tail tolerance 𝜀tail for the shift-invert Lánczos variant.

The classical baseline constructions follow the standard computational finance simula-
tions. For Monte Carlo, the double knock-out state-price density is obtained by simulating
discretely monitored geometric-Brownian paths, retaining only those paths that remain
within the barrier region throughout the monitoring dates, constructing a histogram-based
approximation of their terminal log-prices on the target interior grid, and discounting
the resulting density. The Cox-Ross-Rubinstein lattice binomial tree baseline propagates
risk-neutral node probabilities forward, removes nodes that leave (𝐿,𝑈) in the barrier
case, and maps the surviving terminal state probabilities from the native tree log-grid to
the common comparison grid, followed by a renormalisation to preserve total probabil-
ity (Wilmott (2013), Hull and Basu (2016)). For Crank-Nicolson, the option valuation
benchmark uses the standard backward pricing partial differential equation, whereas the
state price density comparison uses a forward Kolmogorov equation. This means that time
is advanced using a second-order implicit scheme on an interior log-price grid, yielding
a tridiagonal linear system at each time step. In our implementation, these tridiagonal
systems are solved using the Thomas algorithm, which exploits the banded structure to
obtain a good numerical stability for the diagonally dominant matrices arising in this
setting (Wilmott (2013), Wade et al. (2007), Zvan et al. (2000)).

Finally, we use the Hermitian Black-Scholes-Merton Hamiltonian (2.11) to construct
the Arrow-Debreu state prices via the spectral expansion (2.32). First, we discretise the
log-price coordinate 𝑥 = ln 𝑆 on a uniform grid and represent ℎ̂𝐵𝑆 by a real symmetric
tridiagonal sparse matrix obtained from a second-order finite-difference approximation of
the kinetic operator plus the constant potential term. Second, we diagonalise the discrete
operator by computing its eigenstates and eigenvalues, and construct the corresponding
Arrow-Debreu prices for a given derivative. Algorithm 1 summarises the corresponding
Hamiltonian simulation of the double knock-out option’s Arrow Debreu prices, in which
the lower and upper barriers are the log-domain (𝑥𝐿 , 𝑥𝑈) = (ln 𝐿, ln𝑈) and impose
absorbing Dirichlet boundaries through the choice of interior grid points. The same
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simulation applies to plain-vanilla options, except that (𝑥𝐿 , 𝑥𝑈) is chosen as a sufficiently
wide truncation interval, so that boundary truncation error is negligible. The values of
the different option contracts are then obtained as the inner product of the Arrow-Debreu
state prices with the corresponding terminal payoff function (Léber (2021)). An important
practical feature of this construction is that the Arrow-Debreu state prices can be stored
once they have been computed on the chosen grid. After that, the valuation of alternative
terminal payoffs, digital components, and several state-price-density-based risk measures
can be estimated at low cost by post-processing the same saved state-price density, rather
than rerunning the full numerical simulation. The same framework is also effective when
results are needed for several maturities. The full density 𝜋0,𝑇 is maturity-specific, so it is
not the same saved density reused across maturities. However, the discretised Hamiltonian
and its eigenpairs are maturity-independent for fixed model parameters and grid. Once
those eigenpairs have been computed and stored, moving from one maturity to another
requires only updating the weights 𝑒−𝜖𝑛𝑇 , which is much cheaper than a new simulation
(Davydov and Linetsky (2003), Linetsky (2007)).

Algorithm 1 Hamiltonian spectral simulation of the Arrow-Debreu state prices in the case
of the double knock-out barrier option

1: 𝑥0 ← ln 𝑆0, 𝑥𝐿 ← ln 𝐿, 𝑥𝑈 ← ln𝑈, Δ𝑥 ← 𝑥𝑈 − 𝑥𝐿
𝑛 + 1

2: 𝑥𝑖 ← 𝑥𝐿 + 𝑖Δ𝑥 for 𝑖 = 1, . . . , 𝑛

3: 𝛼←
1
2𝜎

2 − 𝑟
𝜎2 𝑏 ←

(
1
2𝜎

2 + 𝑟
)2

2𝜎2 𝑑 ← 𝜎2

(Δ𝑥)2
+ 𝑏, 𝑒 ← − 𝜎2

2(Δ𝑥)2
4: Compute all eigenpairs (𝜖 𝑗 , 𝑣 𝑗 ) of ℎ𝐵𝑆𝑀 = tridiag(𝑒, 𝑑, 𝑒) for 𝑗 = 1, . . . , 𝑛
5: 𝑉 = [𝑣1, . . . , 𝑣𝑛] 𝜖 = [𝜖1, . . . , 𝜖𝑛]
6: 𝑗0 ∈ arg min1≤𝑖≤𝑛 |𝑥𝑖 − 𝑥0 |, (𝑒0)𝑖 ←

1
Δ𝑥

𝛿𝑖 𝑗0 for 𝑖 = 1, . . . , 𝑛

7: 𝑘 ← 𝑉

(
exp(−𝑇𝜖) ◦ (𝑉⊤𝑒0)

)
8: 𝜋0,𝑇 (𝑥𝑖) ← exp

(
𝛼(𝑥0 − 𝑥𝑖)

)
𝑘𝑖 for 𝑖 = 1, . . . , 𝑛

9: 𝜋0,𝑇 (𝑥𝑖) ← max(𝜋0,𝑇 (𝑥𝑖), 0)
10: return 𝜋0,𝑇 (𝑥𝑖)

The direct diagonalisation in Algorithm 1 is robust and convenient on moderate grids
because𝐻 is tridiagonal and symmetric, but it becomes costly as the 𝑛 sensitivity parameter
grows because the algorithm should compute all eigenpairs. As emphasised by Linetsky
(2007), Davydov and Linetsky (2003), accurate valuation typically does not require the
full spectrum, since the contribution of higher modes is suppressed. In Algorithm 1,
the state price density is weighted by Euclidean-time factors exp

(
−𝜖 𝑗𝑇

)
, so high-energy

contributions are exponentially suppressed, and only a relatively small subset of the
low-lying eigenpairs is needed in practice. Economically, the omitted high-𝜖 𝑗 modes
represent fine-scale variations across nearby log-price states and are excluded only when
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their contributions fall below the chosen spectral-tail tolerance, whereas the retained low-
lying modes carry the smoother valuation structure that persists over the horizon 𝑇 . This
motivates the use of Krylov-subspace methods, which approximate the action of 𝐻 on a
much smaller invariant subspace. Starting from a vector 𝑣, one forms the Krylov subspace
K𝑚 (𝐻, 𝑣) = span{𝑣, 𝐻𝑣, . . . , 𝐻𝑚−1𝑣} and projects 𝐻 ontoK𝑚, obtaining a reduced𝑚×𝑚
matrix whose eigenvalues (Ritz values) approximate the spectral region of interest. For
general non-Hermitian matrices, this construction can be implemented by the Arnoldi
process, which generates an orthonormal Krylov basis together with an upper-Hessenberg
projected matrix (Sorensen (1997), Saad (2011)). In the present framework, however,
the pseudo-Hermitian similarity transform yields a Hermitian discretised Hamiltonian, so
the Arnoldi reduction simplifies to the Lánczos case, which means the projected matrix
becomes real symmetric tridiagonal, and the basis construction admits a short three-term
recurrence (Sorensen (1997), Saad (2011)).

Lánczos (1950) employs a Liouville-Neumann expansion to develop a systematic
procedure for evaluating the latent roots and principal axes of a matrix. The author
subsequently refines this approach using the method of minimised iterations, which is
intended to control the accumulation of rounding errors and prevent strongly dominant
eigencomponents from obscuring smaller ones in highly dispersed spectra. In the Hermi-
tian case, the construction reduces to a single orthogonal sequence. Lánczos (1950) shows
that the Green operator is the reciprocal of the differential operator, but also highlights
that closed-form Green functions are frequently unavailable. Consequently, he advocates
carrying out the iterations directly with the given differential operator. In this sense,
the present Hermitian operator-based pricing framework can follow the same procedure,
and it is therefore natural that Lánczos proposes the method for linear differential and
integral operators (Lánczos (1950)). Accordingly, we replace full diagonalisation by the
so-called shift-invert Lánczos procedure presented in Algorithm 2, which targets only the
spectral window required for the corresponding Euclidean-time propagation. In Algo-
rithm 2, the Krylov-based eigensolver follows a shift-invert Lánczos strategy with zero
shift. Specifically, we apply the Lánczos iteration to the inverse operator M̂ = ℎ̂−1

BSM, im-
plemented through a single sparse LU factorisation and repeated triangular solves, rather
than forming M̂ explicitly (Saad (2011), Sorensen (1997), Lehoucq et al. (1998)). This
choice is well suited to our setting because we require only the low-lying eigenpairs of
the Hermitian Hamiltonian and the inversion maps small eigenvalues of ℎ̂BSM to large-
magnitude eigenvalues of ℎ̂−1

BSM, thereby turning the computation of low-lying modes into
an extremal eigenvalue problem where Krylov methods converge rapidly (Saad (2011),
Sorensen (1997)). For the finite Dirichlet discretisation used here, ℎ̂BSM is positive def-
inite, so 0 ∉ 𝜎( ℎ̂BSM) and the zero-shift inverse is well defined. Spectrally, 𝜖 𝑗 → +∞
implies 𝜖−1

𝑗
→ 0, thus the informal notation 1/∞ = 0 is only shorthand for this limit, not
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an arithmetic identity or an indication that +∞ is a spectral point. A nonzero shift 𝜎SI

would be beneficial when targeting eigenvalues in the interior of the spectrum or within
clustered regions, because the shift-invert procedure makes eigenvalues near 𝜎SI appear
as extremal Ritz values of the transformed problem and can substantially accelerate con-
vergence (Saad (2011), Sorensen (1997)). In practice, such a shift is most effective when
one has prior information about the spectral region of interest.

Algorithm 2 Hamiltonian shift-invert Lánczos spectral simulation of the Arrow-Debreu
state prices in the case of the double knock-out barrier option

1: 𝑥0 ← ln 𝑆0, 𝑥𝐿 ← ln 𝐿, 𝑥𝑈 ← ln𝑈, Δ𝑥 ← 𝑥𝑈 − 𝑥𝐿
𝑛 + 1

2: 𝑥𝑖 ← 𝑥𝐿 + 𝑖Δ𝑥 for 𝑖 = 1, . . . , 𝑛

3: 𝛼←
1
2𝜎

2 − 𝑟
𝜎2 𝑏 ←

(
1
2𝜎

2 + 𝑟
)2

2𝜎2 𝑑 ← 𝜎2

(Δ𝑥)2
+ 𝑏, 𝑒 ← − 𝜎2

2(Δ𝑥)2
4: ℎ̂𝐵𝑆𝑀 ← tridiag(𝑒, 𝑑, 𝑒) in sparse format

5: 𝑘eig ← min
(
𝑛 − 1,

⌈
𝑥𝑈−𝑥𝐿
𝜋

√︃
2 log(1/𝜀tail)

𝜎2𝑇

⌉)
6: Sparse LU factorisation ℎ𝐵𝑆𝑀 = 𝐿𝑈

7: M̂(𝑣) ← ℎ̂−1
𝐵𝑆𝑀

𝑣 via the LU solves
8: Choose Krylov dimension 𝑚 and an initial unit vector 𝑞1; set 𝑞0 ← 0, 𝛽0 ← 0
9: repeat

10: for 𝑗 = 1 to 𝑚 do
11: 𝑤 ← M̂(𝑞 𝑗 ) − 𝛽 𝑗−1𝑞 𝑗−1
12: 𝛼 𝑗 ← 𝑞⊤

𝑗
𝑤

13: 𝑤 ← 𝑤 − 𝛼 𝑗𝑞 𝑗
14: 𝛽 𝑗 ← ∥𝑤∥2
15: 𝑞 𝑗+1 ← 𝑤/𝛽 𝑗
16: end for
17: 𝑄𝑚 ← [𝑞1, . . . , 𝑞𝑚]
18: 𝑇𝑚 ← tridiag(𝛽1, . . . , 𝛽𝑚−1;𝛼1, . . . , 𝛼𝑚)
19: Compute 𝑘eig Ritz pairs (𝜇𝑖, 𝑦𝑖) of 𝑇𝑚 with largest |𝜇𝑖 |
20: 𝑧𝑖 ← 𝑄𝑚𝑦𝑖 for 𝑖 = 1, . . . , 𝑘eig
21: 𝜌𝑖 ← |𝛽𝑚 𝑒⊤𝑚𝑦𝑖 | for 𝑖 = 1, . . . , 𝑘eig
22: Apply implicit restart and continue if fewer than 𝑘eig values satisfy 𝜌𝑖 ≤ tol
23: until 𝜌𝑖 ≤ tol holds for 𝑖 = 1, . . . , 𝑘eig
24: 𝜖 𝑗 ← 1/𝜇 𝑗 for 𝑗 = 1, . . . , 𝑘eig and reorder so that 𝜖1 ≤ · · · ≤ 𝜖𝑘eig with matching

vectors 𝑧 𝑗
25: 𝑉 ← [𝑧1, . . . , 𝑧𝑘eig], 𝜖 ← (𝜖1, . . . , 𝜖𝑘eig)

26: 𝑗0 ∈ arg min1≤𝑖≤𝑛 |𝑥𝑖 − 𝑥0 |, (𝑒0)𝑖 ←
1
Δ𝑥

𝛿𝑖 𝑗0 for 𝑖 = 1, . . . , 𝑛

27: 𝑘 ← 𝑉

(
exp(−𝑇𝜖) ◦ (𝑉⊤𝑒0)

)
28: 𝜋0,𝑇 (𝑥𝑖) ← exp

(
𝛼(𝑥0 − 𝑥𝑖)

)
𝑘𝑖 for 𝑖 = 1, . . . , 𝑛

29: 𝜋0,𝑇 (𝑥𝑖) ← max(𝜋0,𝑇 (𝑥𝑖), 0)
30: return 𝜋0,𝑇 (𝑥𝑖)
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One convenient approach for choosing the truncation level 𝑘 in Algorithm 2 is to use a
spectral-tail truncation criterion based on the expected high-frequency eigenvalue growth.
The relevant scale is primarily determined by the kinetic prefactor 𝜎2/2 and the effective
log-domain length 𝐿𝑥 . Under Dirichlet boundary conditions on an interval of length 𝐿𝑥 ,
the Laplacian eigenvalues satisfy the asymptotic scaling 𝜆 𝑗 ∼ (𝜋 𝑗/𝐿𝑥)2 as 𝑗 → ∞, and
therefore the contribution of neglected modes decays roughly like exp

(
− 𝜎2

2 (𝜋 𝑗/𝐿𝑥)
2𝑇

)
.

A proposed heuristical truncation recommendation is to choose 𝑘 according to Equation
(2.34) so that the first neglected term falls below a user tolerance 𝜀tail. The proposed
recommendation makes explicit that longer maturities 𝑇 and higher volatilities 𝜎 reduce
the required number of eigenpairs due to stronger suppression, whereas a more distant
lower and upper price limits, which means a larger effective log-domain length interval
𝐿𝑥 , increase it because the eigenvalues become more closely spaced. For both the double
knock-out and plain-vanilla option cases, the constant potential term shifts the spectrum
but does not materially change the high-frequency spacing driven by the kinetic operator,
whereas sharp payoffs can slow the decay of eigen-coefficients and therefore increase
the number of eigenpairs needed for a given accuracy. The user-specified tolerance 𝜀tail

determines how small the leading neglected spectral contribution is required to be in the
truncated expansion. For example, setting 𝜀tail = 0.000001 means that 𝑘 is chosen so that
the first omitted mode is expected to be suppressed to roughly ×10−6 or less, although this
should be interpreted as a practical tail criterion rather than as a strict bound on the total
truncation error. In practice, Equation (2.34) provides a useful starting point, but for other
payoff classes it is advisable to also inspect nearby 𝑘 values to verify that the quantity of
interest has stabilised.

𝑘 ≥
⌈
𝐿𝑥

𝜋

√︂
2 log(1/𝜀tail)

𝜎2𝑇

⌉
, (2.34)

where 𝑘 is the number of retained eigenpairs in the truncated spectral representation, 𝐿𝑥
denotes the effective log-domain length, which is the difference between the log upper limit
price ln𝑈 and log lower limit price ln 𝐿, 𝜀tail is the user-prescribed tolerance controlling
of the the spectral tail, 𝜎 is the constant volatility parameter, and 𝑇 is the maturity.

2.4.1 Comparison of the Estimated Arrow-Debreu State Prices

To compare the Arrow-Debreu state prices estimated by the different numerical meth-
ods, all metrics are estimated on a common uniform grid with 𝑛 = 400 interior points. In
the case of the Crank Nicolson and the different Hamiltonian simulations, the log-domain
of the plain-vanilla option is selected by an arbitrary truncation rule as a symmetric interval
of approximately ±6𝜎

√
𝑇 around the risk-neutral mean of the terminal log price ln 𝑆𝑇 . For

Monte Carlo state-price estimation, we use 𝑁paths = 30,000 paths, and the binomial tree
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method adopts a daily-style monitoring resolution, which means 𝑛steps = 252 before map-
ping onto the common grid. To quantify differences in state-price densities produced by
different numerical procedures beyond visual examination, the comparison uses comple-
mentary metrics that capture both absolute discrepancies and shape differences. First, the
total integrated value consistency is evaluated through the discrete total integrated values
of the two sampled state prices, and the associated relative total integrated value error is
calculated by Equations (2.35). Second, absolute differences on the state-price arrays are
summarised by discrete 𝐿1, 𝐿2, and 𝐿∞ discrepancies, defined in Formulas (2.36). Third,
to compare shapes independently of total integrated value, the arrays are normalised to
probability densities (2.37) and several distributional distances are used, namely total vari-
ation distance TV(𝑝, 𝑞), the one-dimensional 1-Wasserstein distance 𝑊1(𝑝, 𝑞) computed
via discrete cumulative distribution functions, and information-theoretic divergences based
on Kullback-Leibler 𝐷KL(𝑝∥𝑞) and Jensen-Shannon 𝐷JS(𝑝, 𝑞) functionals, as specified
in Formulas (2.38)-(2.41) (Gibbs and Su (2002)).

𝑚 =

𝑛∑︁
𝑖=1

𝜋𝑖 Δ𝑥, 𝑚ref =

𝑛∑︁
𝑖=1

𝜋
(ref)
𝑖

Δ𝑥, relIV =
|𝑚 − 𝑚ref |
𝑚ref

(2.35)
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𝑖
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(
𝑛∑︁
𝑖=1

(
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𝑖

)2
Δ𝑥
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1≤𝑖≤𝑛
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𝑖

��
(2.36)

𝑝𝑖 =
𝜋𝑖

𝑚
, 𝑞𝑖 =

𝜋
(ref)
𝑖

𝑚ref
. (2.37)

TV(𝑝, 𝑞) =
1
2

𝑛∑︁
𝑖=1
|𝑝𝑖 − 𝑞𝑖 | Δ𝑥. (2.38)

𝑊1(𝑝, 𝑞) =

∫
R

��𝐹𝑝 (𝑥) − 𝐹𝑞 (𝑥)�� 𝑑𝑥, (2.39)

𝐷KL(𝑝∥𝑞) =

𝑛∑︁
𝑖=1

𝑝𝑖 log
(
𝑝𝑖

𝑞𝑖

)
Δ𝑥. (2.40)

𝐷JS(𝑝, 𝑞) =
1
2
𝐷KL(𝑝∥𝑟) +

1
2
𝐷KL(𝑞∥𝑟), 𝑟 =

1
2
(𝑝 + 𝑞). (2.41)

where 𝜋𝑖𝑛𝑖=1 and 𝜋(ref)
𝑖

𝑛

𝑖=1 are two state-price density arrays sampled on the common
grid with uniform spacing, 𝑚 and 𝑚ref are the discrete total integrated value of the cor-
responding state price density arrays, relIV is the corresponding relative total integrated
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value discrepancy, the quantities 𝐿1, 𝐿2, and 𝐿∞ are discrete discrepancies computed
directly from the state price arrays, the normalised arrays 𝑝𝑖 and 𝑞𝑖 define probability den-
sities on the grid, TV(𝑝, 𝑞) is the total variation distance,𝑊1(𝑝, 𝑞) is the one-dimensional
1-Wasserstein distance computed via discrete cumulative distribution functions 𝐹𝑝 and
𝐹𝑞, 𝐷KL and 𝐷JS are the Kullback-Leibler and Jensen-Shannon divergences (Gibbs and
Su (2002)).

Table 2.1: Model and numerical sensitivity parameters
Parameter Value
Spot price 𝑆0 = 100
Strike price 𝐾 = 125
Time to maturity 𝑇 = 1.0
Risk-free interest rate 𝑟 = 3%
Volatility 𝜎 = 20%
Upper limit price 𝑈 = 140
Lower limit price 𝐿 = 50
Monte Carlo sensitivity parameter 𝑁paths = 30,000
Binomial tree sensitivity parameter 𝑛steps = 252
Crank–Nicolson sensitivity parameter 𝑀 = 400
Hamiltonian spectral sensitivity parameter 𝑛 = 400
Hamiltonian Lánczos spectral sensitivity parameters 𝑛 = 400, 𝜀tail = 10−10

Table 2.1 reports the pricing parameters and the method-specific numerical sensitivity
settings. We first compare the Arrow-Debreu state prices 𝜋0,𝑇 (𝑥) for the plain-vanilla
option across all standard and suggested methods. Table 2.2 summarises the resulting
discrepancy measures on the common grid, using the analytical lognormal state price
density as the reference distribution. The state price densities obtained from the Hamilto-
nian spectral simulations are the closest to the analytically derived benchmark density. In
particular, the discrepancies produced by the Lánczos-based Hamiltonian approximation
look identical to those of the full Hamiltonian spectral method across all reported metrics.
This indicates that truncating the spectral expansion and neglecting the less significant
eigenvalues introduces no material loss of accuracy in the state price density estimation,
while still allowing the approximation to be constructed from a reduced set of eigenpairs.
Among the remaining methods, the binomial tree provides the next most accurate approx-
imation after the Hamiltonian simulation-based approaches on the common comparison
grid. The Crank-Nicolson density still preserves the total integrated value very accurately,
but its pointwise and distributional discrepancies are noticeably larger than those of the
binomial tree in the plain-vanilla setting. This indicates that accurate integral conserva-
tion and strong price performance do not automatically imply the smallest local density
error on the truncated comparison grid. Finally, the Monte Carlo estimator exhibits the
largest deviations from the analytical state-price density, consistent with the presence of
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finite-sample noise. Figure 2.1 visually shows that the deterministic algorithms, binomial
tree, Crank-Nicolson, and the Hamiltonian spectral variants produce indistinguishable
state-price densities on the interior grid, while the Monte Carlo estimator exhibits the
expected sampling noise due to histogram binning and finite path count.

Table 2.2: Discrepancy measures of the Arrow-Debreu state prices for the plain vanilla
option, the reference is the analytical Black-Scholes-Merton state price density

Metric Monte Carlo Binomial Tree Crank–Nicolson Hamiltonian Hamiltonian Lánczos

mass 9.704 × 10−1 9.704 × 10−1 9.704 × 10−1 9.704 × 10−1 9.704 × 10−1

relIV 2.160 × 10−9 7.107 × 10−10 2.015 × 10−9 1.568 × 10−7 1.568 × 10−7

𝐿1 6.031 × 10−2 1.949 × 10−3 1.159 × 10−2 6.973 × 10−5 6.973 × 10−5

𝐿2 7.745 × 10−2 2.278 × 10−3 1.220 × 10−2 6.624 × 10−5 6.624 × 10−5

𝐿∞ 2.716 × 10−1 5.717 × 10−3 1.767 × 10−2 1.044 × 10−4 1.044 × 10−4

TV 3.107 × 10−2 1.004 × 10−3 5.972 × 10−3 3.593 × 10−5 3.593 × 10−5

𝑊1 1.352 × 10−3 2.695 × 10−4 2.993 × 10−3 8.332 × 10−6 8.332 × 10−6

KL 1.685 × 10−2 3.422 × 10−6 1.119 × 10−4 2.126 × 10−8 2.126 × 10−8

JS 1.311 × 10−3 8.524 × 10−7 2.799 × 10−5 5.305 × 10−9 5.305 × 10−9

Figure 2.1: Estimation of the plain-vanilla Arrow-Debreu state prices by different algo-
rithms

We also compare the Arrow-Debreu state prices for the double knock-out contract.
In this case, no analytical benchmark is available, and we therefore adopt the simple
Hamiltonian spectral simulation as the reference solution. Table 2.3 summarises the
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corresponding quantitative discrepancy measures. The first observation from Table 2.3
is fully consistent with the conclusion already established in the plain-vanilla setting,
namely that the state price densities generated by the Hamiltonian Lánczos simulation
are extremely close to those obtained from the simple Hamiltonian spectral method.
In the present case, the difference between the two Hamiltonian-based approximations is
essentially at the level of machine precision. Moreover, this gap can be reduced even further
by decreasing the user-controlled tolerance parameter 𝜀tail, thereby allowing the Lánczos
approximation to recover the simple Hamiltonian solution with still greater accuracy. This
again supports the view that, even in the path-dependent setting, the contribution of the
less significant eigenpairs is negligible in practice. It is also evident that the Crank-
Nicolson approximation remains very close to the Hamiltonian-based estimates. This
indicates that numerical procedures based on the direct solution of the governing partial
differential equation for pricing yield highly consistent state price densities, even in the
double-knockout case. The binomial tree approximation performs reasonably well and is
substantially closer to the Crank-Nicolson and Hamiltonian-based solutions than the Monte
Carlo estimator. By contrast, the Monte Carlo method exhibits the largest discrepancy
among all methods considered. In the path-dependent case, a plausible explanation is
that the double knock-out payoff introduces strong path dependence through the absorbing
barriers, making the state price density particularly sensitive to rare barrier-hitting events
and to the accurate resolution of survival probabilities near the boundaries. Standard Monte
Carlo estimation is less well suited to high precision exotic option pricing, since a finite
sample may inadequately capture the frequency and timing of barrier crossings, especially
when the density is reconstructed on a fixed grid. As a result, the estimator exhibits
noticeably greater sampling noise than the partial differential equation-based methods,
which handle the barrier structure directly through the underlying operator formulation.
Figure 2.2 visually exhibits the different double knock-out state-price densities, in which
the vertical dotted lines indicate the barrier locations in log-space. The Crank-Nicolson
forward-density solver and the Hamiltonian spectral constructions again coincide almost
perfectly across the interior region. The Monte Carlo and binomial kernel estimates are
broadly consistent in shape but are visibly rougher due to sampling noise and the discrete
nature of the histogram mapping.

2.4.2 Accuracy Against Analytical Solution of Option Price Valuation
and Runtime-Error Diagnosis

The plain-vanilla European call option admits a closed-form analytical solution under
the Black-Scholes-Merton framework, which is therefore used as the benchmark for as-
sessing the numerical accuracy of option pricing. Based on the parameter configuration
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Table 2.3: Discrepancy measures of the Arrow–Debreu state prices in the case of the
double knock-out option, the reference is the Hamiltonian spectral estimation

Metric Monte Carlo Binomial Tree Crank–Nicolson Hamiltonian Lánczos

mass 8.802 × 10−1 8.764 × 10−1 8.725 × 10−1 8.725 × 10−1

relIV 8.913 × 10−3 4.524 × 10−3 1.138 × 10−7 2.462 × 10−12

𝐿1 7.316 × 10−2 4.846 × 10−3 1.668 × 10−7 2.148 × 10−12

𝐿2 1.049 × 10−1 9.096 × 10−3 2.231 × 10−7 3.104 × 10−12

𝐿∞ 3.858 × 10−1 6.606 × 10−2 4.541 × 10−7 6.518 × 10−12

TV 4.116 × 10−2 3.031 × 10−3 8.868 × 10−8 3.594 × 10−13

𝑊1 3.077 × 10−3 7.357 × 10−4 3.229 × 10−8 8.234 × 10−14

KL 1.934 × 10−2 9.917 × 10−3 2.083 × 10−14 9.445 × 10−18

JS 1.919 × 10−3 1.638 × 10−4 5.196 × 10−15 1.891 × 10−18

Figure 2.2: Double knock-out Arrow-Debreu state prices

reported in Table 2.1, the plain-vanilla call prices obtained from the different numerical
methods are compared in Table 2.4, which summarises the option values produced by
each simulation together with the corresponding absolute and relative errors with respect
to the analytical Black-Scholes-Merton price. Among all methods considered, the Hamil-
tonian spectral approach achieves the smallest absolute error, followed very closely by
the Hamiltonian Lánczos spectral method. The additional discrepancy introduced by the
Lánczos approximation is again negligible and remains essentially at the level of machine
precision relative to the simple Hamiltonian spectral solution. As in the state price density
comparison, the next most accurate result is provided by the Crank-Nicolson scheme, fol-
lowed by the binomial tree method, while the Monte Carlo simulation exhibits the largest
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deviation from the analytical benchmark. Overall, the results confirm the high accuracy of
the Hamiltonian-based pricing framework, and show that the Lánczos reduction preserves
this accuracy to an almost indistinguishable extent.

Table 2.4: Plain-vanilla European call price comparison against the analytical Black-
Scholes-Merton value

Method Price |𝑉 −𝑉BSM | Relative error
Monte Carlo 1.9647231330 1.262382 × 10−2 6.4668 × 10−3

Binomial Tree 1.9491787869 2.920522 × 10−3 1.4961 × 10−3

Crank–Nicolson 1.9526430849 5.437764 × 10−4 2.7856 × 10−4

Hamiltonian Spectral 1.9524891266 3.898181 × 10−4 1.9969 × 10−4

Hamiltonian Lánczos Spectral 1.9524891267 3.898182 × 10−4 1.9969 × 10−4

A more informative perspective is provided by the runtime-accuracy diagram shown in
Figure 2.3, which plots the absolute pricing error against runtime on logarithmic axes. The
figure clearly illustrates the expected trade-off between computational cost and numerical
accuracy across the different methods. Monte Carlo simulation exhibits only moderate
runtimes in this experiment, but its error remains comparatively large and decreases rather
slowly, reflecting the persistent effect of sampling noise. In contrast, the binomial tree
achieves millisecond-scale runtimes and therefore performs attractively in the very low-
cost regime, although its convergence in accuracy is slower and less uniform than the
partial differential equation solutions and spectral approaches. The Crank-Nicolson finite-
difference method attains very small errors, but this improvement comes at the cost of a
substantial increase in runtime as the discretisation is refined. The simple Hamiltonian
spectral methods achieve a particularly favourable balance between runtime and accuracy.
The conventional dense spectral implementation already yields low errors at comparatively
short runtimes, whereas the Hamiltonian Lánczos spectral method becomes increasingly
advantageous as the resolution increases. At coarse discretisations, the Lánczos variant is
initially less efficient because of its additional setup overhead. However, beyond the first
low-resolution cases, it becomes increasingly favourable and eventually attains essentially
the same accuracy as the full spectral method, while requiring less computational time.
In other words, the two Hamiltonian implementations are virtually indistinguishable in
accuracy, differing only at the level of machine precision, whereas their runtime profiles
diverge significantly as the problem size increases. This behaviour reflects that the dense
spectral solver performs a full diagonalisation and therefore becomes increasingly expen-
sive as the matrix dimension grows, whereas the shift-invert Lánczos approach constructs
only a truncated subset of the low-lying eigenpairs. As a result, the Lánczos method
offers a more attractive asymptotic trade-off between cost and accuracy once the grid is
sufficiently refined. At the same time, this introduces an explicit trade-off between runtime
and accuracy through the user-controlled tolerance parameter 𝜀tail, which determines how
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many eigenpairs are retained in the truncated expansion. Another noteworthy feature of
the Figure 2.3 is that the Hamiltonian methods dominate much of the practically relevant
accuracy range. They substantially outperform Monte Carlo in accuracy for comparable
runtimes, and they achieve errors competitive with or smaller than those of Crank-Nicolson
at a markedly lower computational cost. The run times correspond to a pure Python imple-
mentation without parallelisation and should therefore be interpreted primarily as a relative
comparison of the numerical methods under a common computational setup, rather than
as absolute performance claims.

Figure 2.3: Runtime versus absolute error against the analytical Black-Scholes-Merton
price

2.4.3 The Double Knock-Out Runtime-Convergence Comparison

A comparable runtime-accuracy analysis cannot be performed for the double knock-
out option, since path-dependent options typically do not admit a closed-form analytical
pricing formula that can serve as an exact benchmark. Nevertheless, the numerical be-
haviour of the different methods can still be assessed by examining their convergence
patterns and computational runtimes as the sensitivity parameter increases. Figure 2.4
presents the convergence of double knock-out price estimates for all examined algorithms.
The Monte Carlo curve exhibits substantial fluctuations at relatively low sensitivity lev-
els. Although the estimates become more stable as the sensitivity parameter increases,
they remain noticeably noisier than those from deterministic methods across the range
considered. To better resolve the behaviour of the deterministic competitors, Figure 2.5
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excludes the Monte Carlo results. On this scale, the agreement between the conventional
Hamiltonian spectral method and the Hamiltonian Lánczos spectral method is essentially
exact, confirming that the Lánczos eigenpair selection strategy is fully adequate for the
grid sizes examined. A similar convergence pattern for the double knock-out barrier case
has already been examined by Léber (2021) in the context of a simple Hamiltonian sim-
ulation framework, although without a comparative analysis across alternative numerical
methods. The Crank-Nicolson and Hamiltonian spectral curves both stabilise rapidly
and remain very close to each other over the entire sensitivity range. At the same time,
the fact that these curves intersect at several points indicates that there is no uniformly
clear ordering between them in terms of which method approaches the solution value
more quickly. Rather, both methods display fast and highly comparable convergence,
suggesting that direct partial differential equation solutions yield stable, high-accuracy
price estimates with substantially fewer refinement steps than either Monte Carlo or the
binomial tree method. By contrast, the binomial tree estimates remain systematically
farther from the partial differential equation solutions over the same sensitivity range and
continue to exhibit an oscillatory pattern as the number of steps varies. The barrier and the
discontinuous knock-out condition interact with the underlying time-space discretisation
in such a way that even small changes in the step count may alter the relative alignment of
the lattice with the barrier, thereby producing alternating over- and under-estimation. This
type of erratic or oscillatory convergence of barrier options is well studied in the literature
(Boyle and Lau (1994), Lin and Palmer (2013)).

Figure 2.4: Double Knock-Out price convergence as a function of the sensitivity parameter

We also compare the computational runtimes of the examined algorithms in Figure 2.6.
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Figure 2.5: Double Knock-Out price convergence as a function of the sensitivity parameter
without Monte Carlo

The figure shows that, in the present implementation, the main sources of runtime growth
are the Monte Carlo and Crank-Nicolson methods. Among these two, Monte Carlo
displays an approximately linear increase in runtime as the sensitivity parameter grows,
whereas Crank-Nicolson shows an exponential increase in runtime, and it is cheaper
under moderate sensitivity, but after that, it becomes the most time-consuming method
among the examined algorithms. By contrast, the Hamiltonian spectral and binomial tree
methods remain substantially less expensive on the same scale, while the Hamiltonian
Lánczos spectral curve is so close to the Hamiltonian spectral one that their difference is
not visually informative in the full comparison. To obtain a clearer comparison among the
computationally cheaper methods, Figure 2.7 omits the Monte Carlo and Crank-Nicolson
and focuses on the other deterministic methods. First, at very low sensitivity levels, the
binomial tree is the fastest of the three methods. However, this advantage can be observed
for very small matrices. As the sensitivity of the binomial tree increases, its runtime
grows steadily and eventually exceeds the computational cost of Hamiltonian spectral
methods. Second, the Hamiltonian Lánczos spectral method is initially slower than the
conventional Hamiltonian spectral implementation up to a sensitivity of approximately
120-130. This behaviour is consistent with the additional setup overhead associated with
the Lánczos procedure, including the shift-invert preprocessing and the construction of the
Krylov-subspace approximation, which can outweigh the benefits of truncation. Beyond
this crossover region, however, the Hamiltonian Lánczos spectral method becomes clearly
more efficient. Its runtime remains nearly flat over the rest of the tested interval and
stays uniformly low relative to the other deterministic competitors. This is a particularly
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important observation, since it shows that, for the double knock-out option, the Lánczos-
based approach not only preserves the spectral accuracy established earlier but also offers
a markedly more favourable runtime profile when high-precision results are required.
The dense Hamiltonian spectral method, by contrast, exhibits a more pronounced upward
trend because it computes the full spectrum, thereby increasing its computational cost more
directly with the matrix dimension. These results indicate that the path-dependent case
exhibits the same fundamental trade-off already observed in the plain-vanilla setting. The
reported runtimes should therefore be interpreted primarily as relative comparisons under
a common computational setup, since their absolute values may vary across hardware,
software environments, and implementations, even though the qualitative differences in
scaling behaviour are expected to remain similar.

Figure 2.6: Runtime as a function of sensitivity for double knock-out pricing

If even higher accuracy is required than that presented in the numerical examples,
a natural strategy is to increase the sensitivity and/or decrease the tolerance parameter
𝜀tail in the Hamiltonian Lánczos spectral method so that a larger number of eigenpairs
is retained in the truncated spectral expansion. Large changes in either the sensitivity or
the tolerance parameter, however, can substantially increase the computational cost. A
possible way to mitigate part of this additional cost is to execute the shift-invert Lánczos
procedure on GPU hardware rather than on a CPU. This is particularly plausible because
the dominant computational kernels in Lánczos-type sparse eigensolvers are sparse linear-
algebra operations, whereas in shift-invert procedures, the repeated solution of shifted
linear systems is the principal bottleneck (Woo et al. (2024)). In the GPU implementation
of the filtered Lánczos procedure by Aurentz et al. (2017), the computation time is reduced
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Figure 2.7: Runtime as a function of sensitivity for double knock-out pricing without
Monte Carlo and Crank-Nicolson algorithms

by more than a factor of 10 relative to an equivalent CPU implementation, showing that
order-of-magnitude gains are realistic when the runtime is dominated by sparse linear
algebra. Looking further ahead, recent advances in quantum Lánczos and quantum
Krylov subspace diagonalisation suggest that, for substantially larger Hamiltonians and
higher-dimensional settings, quantum Krylov-type approaches may eventually provide an
attractive route for accelerating the estimation of low-lying eigenvalues (Kirby et al. (2023),
Epperly et al. (2022)). In particular, Cortes and Gray (2022) show that quantum Krylov
subspace diagonalisation can provide a low-cost alternative to conventional quantum
phase estimation for estimating ground and excited state energies, which further supports
its relevance as a promising future direction for large-scale spectral computations.

2.4.4 Risk Sensitivity Diagnosis and Digital Option Valuation

From a risk-management perspective, estimating risk sensitivities is among the most
accuracy-sensitive tasks in derivative valuation, because hedge ratios, rebalancing deci-
sions, and trading limits depend directly on local price sensitivities rather than on prices
alone. Consequently, even relatively small local errors in an estimated state price density
may propagate into materially larger errors when translated into risk measures or spe-
cial payoff values, such as digital options. This point is especially important for Greeks
and digital-style payoffs because the economically relevant difference between competing
numerical schemes may be apparent only in several decimal places. A cash-or-nothing
claim is discontinuous at the strike, so its value is determined by the integral of the
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state-price density. As a result, cash-or-nothing prices and Greek estimates are more
accuracy-sensitive than the option price itself and therefore require high-precision den-
sity estimation and stable numerical differentiation (Hull (2023), Hull and Basu (2016),
Wilmott (2013)). To illustrate how the examined simulations are treated, we present
representative results for both the plain-vanilla and the double-knockout contracts. The
plain-vanilla Delta can be recovered from the Arrow-Debreu state-price density according
to Equation (2.42), while the corresponding cash-or-nothing digital call value is obtained
from Equation (2.43). For the double knock-out contract, the same digital quantity is eval-
uated with the barrier-conditioned surviving density in Equation (2.44), the corresponding
Delta is computed by the centred finite-difference approximation in Equation (2.45), and
in this case the survival and knock-out probabilities follow from Equations (2.46) and
(2.47). In the plain-vanilla case, the cash-or-nothing digital call value coincides with the
standard digital call value and in the double knock-out case, it represents the price of a
surviving digital payoff (Hull and Basu (2016), Wilmott (2013)). Table 2.5 shows that
the Hamiltonian spectral and Hamiltonian Lánczos spectral methods provide the most
accurate plain-vanilla risk sensitivity estimate and digital option valuation, with relative
errors of order 10−4 for both Delta and the digital-call value. The Lánczos reduction is
practically indistinguishable from the full spectral diagonalisation, which again indicates
that the truncated eigenpair set is sufficient for this risk measure and digital call pricing es-
timation. Monte Carlo and the binomial tree are less accurate than the Hamiltonian-based
methods but remain reasonably stable, whereas Crank-Nicolson is materially less accurate
for these plain-vanilla strike-sensitive functionals in the present test. This indicates that
even when Crank-Nicolson remains highly competitive for option-price estimation, its
density reconstruction on the common truncated grid may still generate larger local errors
near the strike, and these are amplified in Delta and digital-call estimates.

Δvan(𝑆0) =
1
𝑆0

∫ ∞

ln𝐾
𝑒𝑥 𝜋van

0,𝑇 (ln 𝑆0, 𝑥) 𝑑𝑥 (2.42)

𝐷
CoN,van
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∫ ∞

ln𝐾
𝜋van
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𝑃DKO
KO (0, 𝑇) = 1 − 𝑃DKO

surv (0, 𝑇) (2.47)

where 𝜋van
0,𝑇 denotes the plain-vanilla Arrow-Debreu state-price density, 𝜋DKO

0,𝑇 denotes
the Arrow-Debreu state-price density for the double knock-out contract, Δvan(𝑆0) is the
plain-vanilla Delta reconstructed from the state-price density, 𝐷CoN,van

0 (𝑆0) is the plain-
vanilla cash-or-nothing digital call value, 𝐷CoN,DKO

0 (𝑆0) is the corresponding digital-call
value under the double knock-out barrier structure, ΔDKO(𝑆0) is the double knock-out
Delta estimated by centred finite differences, 𝑃DKO

surv (0, 𝑇) and 𝑃DKO
KO (0, 𝑇) are the survival

and knock-out probabilities of the double knock-out contract up to maturity, 𝑆0 is the spot
price at valuation time, 𝐾 is the strike price, 𝐿 and𝑈 are the lower and upper limit prices,
and 𝑥 = ln 𝑆𝑇 is the terminal log-price (Linetsky (2007), Davydov and Linetsky (2003),
Hull and Basu (2016), Wilmott (2013)).

Table 2.5: Plain-vanilla delta and digital-call estimations from the state-price densities,
the relative errors are estimated against the analytical Black–Scholes–Merton value

Monte Carlo Binomial Tree Crank–Nicolson Hamiltonian Hamiltonian Lánczos
Delta 1.9367 × 10−1 1.9397 × 10−1 1.8872 × 10−1 1.9335 × 10−1 1.9335 × 10−1

rel.err 1.8172 × 10−3 3.3977 × 10−3 2.3812 × 10−2 1.4703 × 10−4 1.4703 × 10−4

Digital 1.3935 × 10−1 1.3950 × 10−1 1.3581 × 10−1 1.3905 × 10−1 1.3905 × 10−1

rel.err 2.2644 × 10−3 3.3578 × 10−3 2.3254 × 10−2 1.1820 × 10−4 1.1820 × 10−4

For the double knock-out option, the barrier-conditioned state-price density enables
inference not only of sensitivity measures but also of the survival and knock-out prob-
abilities up to maturity. Since the surviving digital-call value and the finite-difference
Delta are both reconstructed from the same state price density, it is natural to examine
these probability quantities jointly with the corresponding sensitivity estimates. Table 2.6
shows that the Hamiltonian spectral, Hamiltonian Lánczos spectral, and Crank-Nicolson
methods imply the same knock-out probability to the reported four-decimal precision,
namely about 10.10%. This is consistent with the fact that the Hamiltonian and Crank-
Nicolson approaches impose absorbing barriers on the same continuous log-domain and
therefore approximate the same continuous-time barrier event within the implemented
discretisation. By contrast, the Monte Carlo and binomial estimates are lower in this
experiment, which is consistent with discrete monitoring conventions, under which bar-
rier crossings between observation times may be missed, and, in the Monte Carlo case,
with residual sampling noise. Table 2.6 also shows that the Hamiltonian Lánczos spectral
method matches the dense Hamiltonian spectral reference up to machine precision for
both Delta and the surviving digital-call value again. Crank-Nicolson also matches the
Hamiltonian benchmark extremely closely in this experiment, its relative error is of order
10−6 for Delta and of order 10−7 for the surviving digital-call value, while its implied
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knock-out and survival probabilities coincide with the Hamiltonian values to the reported
table precision. By contrast, the binomial tree produces a severely distorted Delta and even
the wrong sign in this experiment, while Monte Carlo remains materially noisier than the
deterministic solvers. This difference in behaviour is not surprising, since the surviving
digital value is obtained as a direct integral of the barrier-conditioned state-price density,
whereas the double knock-out Delta is computed by centred finite differences applied to
the state-price density and therefore amplifies both lattice-alignment effects in the tree and
sampling noise in Monte Carlo more strongly than the digital payoff itself.

Table 2.6: Double knock-out survival probabilities, delta and digital-call estimations, the
relative errors are estimated against the Hamiltonian spectral estimation

Hamiltonian Hamiltonian Lánczos Crank-Nicolson Binomial Tree Monte Carlo

Delta 1.2976 × 10−2 1.2976 × 10−2 1.2976 × 10−2 −2.3734 × 10−3 1.4418 × 10−2

rel.err 0 2.2139 × 10−12 7.8467 × 10−6 1.1829 × 100 1.1113 × 10−1

Digital 5.3827 × 10−2 5.3827 × 10−2 5.3827 × 10−2 5.5784 × 10−2 5.8556 × 10−2

rel.err 0 7.3866 × 10−13 1.9978 × 10−7 3.6364 × 10−2 8.7851 × 10−2

KO prob. 10.0979% 10.0979% 10.0979% 9.6912% 9.2967%

Surv. prob. 89.9021% 89.9021% 89.9021% 90.3088% 90.7033%

2.5 Conclusion

This study develops a practical numerical implementation of the pseudo-Hermitian
Black-Scholes-Merton framework and benchmarks it against several of the most widely
used classical pricing algorithms in computational finance. Within this framework, Arrow-
Debreu state prices arise naturally as a representation of the Euclidean-time propagator,
and this representation can be exploited to construct high-accuracy Hamiltonian simula-
tions not only for option values but also for state-price densities, risk sensitivities, digital
option values, and knock-out event probabilities. Building on the similarity transforma-
tion proposed by Jana and Roy (2012), we propose two computational realisations of
the framework, a conventional dense Hamiltonian spectral decomposition and a Krylov-
subspace-based shift-invert Lánczos Hamiltonian spectral approximation. The numerical
results obtained for the plain-vanilla and double knock-out case studies show that the
Hamiltonian-based methods are fully competitive with, and in several respects superior to,
the classical benchmark methods considered here. In the plain-vanilla setting, where an
analytical Black-Scholes-Merton solution is available, the Hamiltonian spectral approach
delivers the smallest pricing error and the closest state-price-density approximation to the

49



analytical benchmark. In the path-dependent double knock-out setting, where no closed-
form benchmark exists, the Hamiltonian spectral and Crank-Nicolson methods produce
highly consistent state-price densities, while the Hamiltonian Lánczos approximation re-
mains almost indistinguishable from the full spectral solution up to machine precision.
This confirms the study of Davydov and Linetsky (2003), in Euclidean-time propagation,
the dominant pricing information is concentrated in a relatively small subset of low-lying
eigenpairs, so that the neglected high-frequency part of the spectrum is of negligible
practical importance.

The study also shows that the Hamiltonian formulation is particularly attractive when
the objective goes beyond price estimation alone. Since the state-price density is obtained
directly, the same computational procedure can be reused to recover derived quantities such
as digital call values, Delta estimates, and knock-out probabilities. In liquid markets, this
state-price framework also provides a natural basis for Vanna-Volga-type volatility smile
option price adjustments. Vanna-Volga corrects a reference Black-Scholes-Merton price by
matching the vega, vanna, and volga of the target payoff to liquid benchmark quotes, thereby
incorporating observed smile effects with minimal recalibration (Fisher (2007)). Within
the present framework, once the baseline spectral solution is available, the model price
and related sensitivities can be obtained efficiently within the same Hamiltonian setup,
making such corrections computationally inexpensive. In the numerical experiments,
spectral methods exhibit particularly strong performance for quantities that are locally
sensitive to the density structure, such as cash-or-nothing digital payoffs and Delta-type
risk sensitivities. This is important from a risk-management perspective because such
sensitivities are typically more demanding numerically than prices themselves and are
often the relevant inputs in hedging and exposure control. The results therefore indicate
that the pseudo-Hermitian Hamiltonian approach is not merely a pricing alternative but
a unified framework for the simultaneous estimation of several practically relevant risk
measures.

From a computational perspective, the results clarify the roles of the two proposed
spectral implementations. Full diagonalisation is attractive on small grids because the
discretised Hamiltonian is symmetric and tridiagonal, which makes the dense spectral
solver robust and straightforward to use. However, its cost increases unfavourably as
the desired accuracy grows and the grid is refined. By contrast, the shift-invert Lánczos
variant exploits the exponential suppression of high-energy modes under Euclidean-time
propagation and therefore targets only the low-lying spectral window required for accurate
valuation. In the numerical experiments, this yields a clear break-even point for modest
grid sizes, after which the Lánczos approach delivers essentially the same accuracy as
full diagonalisation, with substantially improved runtime scaling. The framework is not
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restricted to the specific contracts examined here. Accordingly, the numerical Hamilto-
nian framework is expected to derive its main practical relevance from applications that
move beyond the analytically solvable one-factor spectral class, including models with
stochastic-volatility dynamics and higher-dimensional settings in which semi-analytical
approaches are either unavailable or computationally burdensome (Linetsky (2007), Lin
and Ritchken (2006)). The additional value of the proposed methods lies not in com-
peting with the closed-form spectral formulas available for a limited class of analytically
tractable one-factor models, but in providing a reusable numerical operator framework
for settings where such formulas are unavailable or cumbersome to derive. The proposed
methodology can be extended to other diffusion models studied in the spectral-pricing
literature, including CIR, CEV, Vasicek-type, and related settings, as well as to further
path-dependent exotic derivatives, such as Asian options (Linetsky (2007)).

A further natural future direction is the higher-dimensional extension suggested by the
multi-asset pseudo-Hermitian formulation of Léber (2025). In that setting, the relevance
of Lánczos-type Krylov reduction is likely to become even greater, although it would
need to be combined with additional structure-exploiting techniques, such as sparse-grid,
tensor, or low-rank approximations, in order to mitigate the curse of dimensionality. From
a computational perspective, the proposed framework is also well aligned with future
acceleration strategies. Since the shift-invert Lánczos procedure is dominated by sparse
linear-algebra kernels and repeated shifted linear solves, it is naturally compatible with
GPU-based implementations in larger-scale settings (Woo et al. (2024), Aurentz et al.
(2017)). More broadly, because the methodology is based on operator evolution and
the estimation of low-lying eigenpairs, it is also conceptually connected to emerging
quantum Lánczos and quantum Krylov-subspace diagonalisation algorithms, which may
offer further opportunities for large-scale spectral pricing in the future (Kirby et al. (2023),
Epperly et al. (2022), Cortes and Gray (2022)). These considerations further support the
pseudo-Hermitian Hamiltonian framework as a scalable direction for both classical and
future hardware-oriented derivative pricing.

In the next chapter, we broaden this framework to multiple correlated assets, exploring
the valuation of multi-asset European claims and path-dependent rainbow options.
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Chapter 3

Quantum Mechanical Approach to
Pricing Multi-Asset Path-Dependent
Options

Building on the framework introduced in Chapter 2, this chapter generalises the frame-
work to valuate derivatives driven by multiple correlated underlying assets. We derive a
pseudo-Hermitian representation of the multi-asset Black–Scholes–Merton Hamiltonian,
develop a semi-analytic and numerical solutions for path-dependent multi-asset options,
and illustrate the approach on a multi-asset rainbow option with asset-specific barriers,
thereby demonstrating that the generalised framework can provide fast and accurate val-
uation. The results presented here build on the work published in the journal Physica A:
Statistical Mechanics and its Applications (Léber (2025)).

3.1 Introduction

In this chapter, we focus on the pricing of financial derivatives, especially multi-asset
options. Various types of multi-asset options can be distinguished on the basis of their
payoff functions (Hull and Basu (2016)). Basket options, characterised by payoffs de-
rived from the weighted average of multiple correlated assets, are particularly notable
for providing diversified exposure in financial markets. Quanto options address exchange
rate risk by providing payouts in a currency different from the underlying assets, thereby
offering an effective hedge against currency exchange rate risk. Spread options further
expand the range of possibilities by basing their value on the price difference between
two or more assets, making them an attractive choice for those seeking to profit from
relative price movements. The value of the rainbow options depends on the conditions
specific to each underlying asset. A rainbow option with a worst-of feature determines its
payout on the basis of the performance of the weakest asset in the basket, while a best-of
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rainbow option derives its value from the strongest performing asset (Rubinstein (1991),
Stulz (1982), Johnson (1987)). Together, these options allow investors to implement
sophisticated risk management strategies and take advantage of complex market dynam-
ics. However, pricing such instruments accurately requires adjustments to the standard
multi-asset Black-Scholes-Merton (BSM) framework to account for their path-dependent
structures. Although the BSM framework has well-known limitations, such as assump-
tions of constant volatility and constant interest rates, it remains one of the cornerstone
of option pricing in practice, where its shortcomings can be corrected through various
methodologies, including volatility adjustment techniques like the Vanna-Volga pricing
method (Fisher (2007)).

The field of advanced option pricing models has seen substantial development, incor-
porating a wide range of mathematical frameworks, numerical techniques, and quantum-
inspired methodologies. The literature spans diverse approaches, including pseudo-
Hermitian formulations, supersymmetry approaches, Feynman path integrals, and various
numerical techniques, to explore alternative methodologies for solving complex option
pricing models (Jana and Roy (2012, 2011), Linetsky (1997), Araneda and Villena (2021),
Baaquie (2007)). Vukovic (2015) highlights parallels between the Schrödinger equation
and the BSM equation, the research explores the deep connections between these two
fundamental partial differential equations, particularly focusing on the nature of their re-
spective Hamiltonians. The study demonstrates that while the Schrödinger Hamiltonian
is Hermitian, the BSM Hamiltonian is non-Hermitian. Jana and Roy (2012) similarly
conclude that the BSM Hamiltonian operator is non-Hermitian but demonstrate that it is
pseudo-Hermitian. They construct the metric operator 𝜂 for the original BSM Hamilto-
nian, providing a pseudo-Hermiticity of the BSM Hamilton operator. In a subsequent
study, Jana and Roy (2011) use supersymmetric techniques to identify the isospectral
partners of BSM Hamiltonians, including those with a double knock-out barrier poten-
tial. The double knock-out barrier option is modelled via a square-well potential, and
supersymmetric techniques are employed to derive partner Hamiltonians with identical
boundary conditions and comparable spectra. Baaquie et al. (2004) present a comprehen-
sive framework for pricing path-dependent options by integrating Hamiltonian mechanics,
the Feynman path integral formulation, and simulation techniques such as the Langevin
and Monte Carlo methods. To model barrier options accurately, this chapter incorporates
a potential function within the Hamiltonian framework, which constrains the stock price’s
stochastic process to reflect the specific conditions governing barrier options. Arbitrage
is traditionally excluded from the BSM framework, but Haven (2002) introduces a spe-
cific arbitrage potential function, which is linked to the concept of a belief parameter.
The chapter further interprets the Planck constant as a proxy for the degree of belief or
limited rationality in financial markets. Yeşiltaş (2023) solves the Black-Scholes-Merton
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equation via exceptional Laguerre polynomials and Darboux transformations, which are
extended to higher-order supersymmetric cases. The study also identifies a new potential
via the Darboux transformation of the heat equation, offering quantum-inspired insights
into financial market analysis. Hicks (2020) introduces a quantum framework for financial
derivatives, in which the Heisenberg framework is utilised instead of the more popular
Schrödinger approach. Governed by the Heisenberg equation of motion, the model incor-
porates quantum interference effects with significant implications for derivative pricing.
The study highlights how non-trivial phase factors can influence time value, while quan-
tum measurement processes add complexity to traditional pricing models, even when the
market wave function is real valued.

At the time of writing, to the best of our knowledge, the literature has not yet addressed
the pricing of options on the basis of multiple correlated underlying assets inspired by
quantum mechanical approaches. One of the most widely used approaches for pricing
such options in the literature is the application of various numerical methods. Peherstorfer
et al. (2015) address the curse of dimensionality by using sparse grid discretisation and
reduced models via proper orthogonal decomposition for multi-asset basket options under
the Black-Scholes-Merton and Heston models. Khodayari and Ranjbar (2019) propose a
computationally efficient method that combines radial basis functions (RBFs) for position
derivatives and finite differences for time derivatives to solve the multidimensional BSM
equation. Their approach avoids solving dense linear systems and demonstrates high
accuracy for complex multi-asset pricing problems. Another widely applied numerical
approach for pricing multi-asset options is Monte Carlo simulation, as demonstrated by
Rasulov et al. (2016) in their evaluation of rainbow options. In this work, we contribute
to the literature by generalising the framework of the pseudo-Hermitian Black-Scholes-
Merton Hamiltonian, as introduced by Jana and Roy (2012), to accommodate multiple
correlated underlying assets. We identify the corresponding 𝜂-metric operator, which
allows the construction of a Hermitian multi-asset BSM Hamiltonian operator. Using
Fourier transformation, we seek the solution for the general multi-asset option in the form
of a momentum-space wave function, analogous to determining the wave function of a free
particle in quantum mechanics. Furthermore, leveraging the analogies of potential energy
as outlined by Baaquie et al. (2004), we provide a solution to price a double knock-out
rainbow option via widely recognised multiple particles in a box framework traditionally
employed in quantum mechanics.

Quantum computing has demonstrated remarkable potential to revolutionise com-
putational finance by optimising numerical algorithms specifically tailored for quantum
hardware. Two popular approaches to quantum computational methods for option pricing
are quantum-accelerated Monte Carlo simulations and quantum Hamiltonian simulations.
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Quantum accelerated Monte Carlo simulations, as developed by Stamatopoulos et al.
(2020), utilise amplitude estimation (AE) to achieve quadratic speed-ups. These methods
have been extended to handle path-dependent derivatives and incorporate error mitiga-
tion techniques suitable for current quantum processors. However, one limitation of the
proposed quantum Monte Carlo methods is that they require explicit knowledge of the
underlying probability distribution. Quantum Hamiltonian simulations explicitly simulate
the time evolution of a Hamiltonian operator, requiring the operator to be Hermitian.
Gonzalez-Conde et al. (2023) employ the quantum signal processing method which, al-
though effective, requires additional ancillary qubits to handle the non-Hermitian nature
of the Black–Scholes–Merton operator, leading to noisier results compared to the case
where a similar Hermitian operator would have been used. Beyond the analytical solutions
presented in this chapter, the pseudo-Hermiticity of the generalised Black-Scholes-Merton
Hamiltonian introduced here may also be leveraged in the future to develop more efficient
quantum simulations for option pricing.

3.2 Temporal evolution of multi-asset European options
as a quantum state

For a detailed and insightful introduction to the analogies, methodologies, and concep-
tual foundations used in the following context, the reader is referred to the comprehensive
discussion provided by Baaquie (2007). The generalisation of the BSM partial differential
equation on the basis of the price of multiple correlated assets is presented in Equation
(3.1) (Wilmott (2013)). In financial theory, the Black-Scholes-Merton (BSM) equation
governs the temporal evolution of the value of a European option 𝑔(𝑆, 𝑡) from the mo-
ment of its issuance to its expiration. Similarly, in quantum mechanics, the Schrödinger
differential equation (3.2) governs the time evolution of a quantum state |Ψ⟩ between two
specified temporal points. Consequently, the corresponding differential equation in Eu-
clidean space can be reformulated in Hilbert space, as shown in Equation (3.3), where the
corresponding 𝐻̂𝐵𝑆𝑀 operator serves a role analogous to that of the Hamiltonian operator
in the Schrödinger Equation (3.2). The risk associated with the value of the option is
intrinsically related to the behaviour of the logarithm of the stock price. Therefore, it is
advantageous to express the 𝐻̂𝐵𝑆𝑀 operator (3.4) in terms of the derivative operator by the
𝑥𝑖 logarithm of the 𝑖-th stock price (3.5).

𝜕𝑔(𝑆, 𝑡)
𝜕𝑡

= 𝑟𝑔(𝑆, 𝑡) −
𝑁∑︁
𝑖=1

𝑟𝑆𝑖
𝜕𝑔(𝑆, 𝑡)
𝜕𝑆𝑖

− 1
2

𝑁∑︁
𝑖=1

𝑁∑︁
𝑗=1

𝜌𝑖 𝑗𝜎𝑖𝜎𝑗𝑆𝑖𝑆 𝑗
𝜕2𝑔(𝑆, 𝑡)
𝜕𝑆𝑖𝜕𝑆 𝑗

(3.1)
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𝑑 |Ψ⟩
𝑑𝑡

= −𝑖𝐻̂ |Ψ⟩ (3.2)

𝑑 |𝑔⟩
𝑑𝑡

= 𝐻̂𝐵𝑆 |𝑔⟩ (3.3)

𝐻̂𝐵𝑆𝑀 = 𝑟 − 1
2

𝑁∑︁
𝑖=1

𝑁∑︁
𝑗=1

𝜌𝑖 𝑗𝜎𝑖𝜎𝑗𝑆𝑖𝑆 𝑗
𝜕2

𝜕𝑆𝑖𝜕𝑆 𝑗
−

𝑁∑︁
𝑖=1

𝑟𝑆𝑖
𝜕

𝜕𝑆𝑖
(3.4)

𝐻̂𝐵𝑆𝑀 = 𝑟 −
𝑁∑︁
𝑖=1

(
𝑟 − 1

2
𝜎2
𝑖

)
𝜕

𝜕𝑥𝑖
− 1

2

𝑁∑︁
𝑖=1

𝑁∑︁
𝑗=1

𝜌𝑖 𝑗𝜎𝑖𝜎𝑗
𝜕2

𝜕𝑥𝑖𝜕𝑥 𝑗
(3.5)

where, 𝑔(𝑆, 𝑡) represents the function of the option value, 𝑟 is a constant risk-free
interest rate, 𝜎𝑖 is the 𝑖-th stock’s constant volatility, 𝜌𝑖 𝑗 is the constant Pearson correlation
between the 𝑖-th and the 𝑗-th stocks, 𝑁 is the number of underlying assets, |Ψ⟩ represents a
specific quantum state, |𝑔⟩ represents an option’s quantum state, 𝑥𝑖 represents the logarithm
of the 𝑖-th stock price, and 𝐻̂𝐵𝑆𝑀 is an operator satisfying the Black-Scholes-Merton
transformation.

The wave function |𝑔⟩ represents the value of an option that is not subject to normal-
isation condition (3.6) because the discounted states of probabilities are not necessarily
summed up to one, unlike the integral of the absolute square of a particle’s wave function
|Ψ⟩ , which must be normalised to one. In quantum mechanics, the result of a measure-
ment can correspond only to real eigenvalues. However, according to Vukovic (2015) and
Baaquie (2007), since the BSM Hamiltonian is non-Hermitian, complex eigenvalues may
also arise as a consequence. Therefore, the Hamilton operator does not satisfy the Her-
miticity condition outlined in Eq. (3.7), because the representation of the BSM Hamilton
operator is inherently non-symmetric due to the presence of first-order derivative oper-
ators. According to Jana and Roy (2012), the single-asset BSM Hamiltonian operator
is pseudo-Hermitian, as it satisfies the parity-time (PT ) symmetry conditions. Bender
and Boettcher (1998) propose parity-time symmetry, which extends traditional quantum
mechanics by exploring non-Hermitian Hamiltonians that exhibit real eigenvalues under
certain conditions. These specific Hamiltonians, although they are not Hermitian, are
PT symmetric, which means that they are invariant under the combined operations of
parity and time reversal. An operator is said to be pseudo-Hermitian if there exists a
Hermitian invertible metric operator 𝜂 that satisfies Equation (3.8). PT symmetry im-
plies pseudo-Hermiticity because there exists an indefinite metric operator that renders
the Hamiltonian pseudo-Hermitian according to Eq. (3.9). Our aim is to identify 𝑓 (x) as
the target function for the construction of the 𝜂 and 𝛾̂ operators. This function is aligned
with the multi-asset Black-Scholes-Merton framework and facilitates the formulation of
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the Hermitian representation of the BSM Hamiltonian operator.∫ ∞

−∞
|Ψ|2𝑑𝑥 = 1 ≠

∫ ∞

−∞
|𝑔 |2𝑑𝑥 (3.6)

𝑀̂† =
[
𝑀̂𝑇

]∗ (3.7)

𝐻̂† = 𝜂𝐻̂𝜂−1 (3.8)

ℎ̂† = 𝛾̂𝐻̂𝛾̂−1

𝛾̂ = 𝜂1/2 = 𝑒 𝑓 (x)
(3.9)

𝑓 (x) =
𝑁∑︁
𝑖=1

𝑎𝑖𝑥𝑖 (3.10)

where, Ψ represents a specific quantum wave function, 𝑔 represents an option’s wave
function, 𝐻̂ is a non-Hermitian operator, 𝑀̂ , 𝜂, 𝛾̂ and ℎ̂† are Hermitian operators, 𝑁 is the
number of underlying assets, 𝑓 (x) is a desired function that constitutes part of the operator
𝜂 and 𝛾̂, and 𝑎𝑖 represents its coefficients.

The effect of the desired 𝛾̂ operators on an arbitrary non-Hermitian first-order (3.11)
and a Hermitian second-order derivative operator (3.12) can be expressed. To ensure
that the BSM Hamilton operator (3.13) becomes Hermitian, the coefficients of the corre-
sponding first-order derivatives should be zero. Economically, 𝜂 changes the weighting
of log-price states and its square-root similarity map 𝛾̂ cancels the vector of risk-neutral
log-return drifts only from the first-order terms. These drifts are retained in the endpoint 𝛾̂
factors, while the zero-order term 𝑉̂ carries discounting together with the drift correction,
so the original BSM valuation is unchanged. The preferred form of the 𝑓 (x) function can
be determined if the system of differential Equations (3.14) is solved, where 𝚺 denotes
the constant instantaneous covariance matrix of log returns and is assumed to be positive
definite, so that 𝚺−1 exists. The general solutions of the differential equation system are
represented by Eq. (3.15). One of the possible representations of the 𝛾̂ metric operator,
which we subsequently use, can be expressed in the form (3.16).

𝛾̂
𝜕

𝜕𝑥𝑖
𝛾̂−1 =

𝜕

𝜕𝑥𝑖
− 𝜕 𝑓 (x)

𝜕𝑥𝑖
(3.11)

𝛾̂
𝜕2

𝜕𝑥𝑖𝜕𝑥 𝑗
𝛾̂−1 =

𝜕2

𝜕𝑥𝑖𝜕𝑥 𝑗
− 𝜕 𝑓 (x)

𝜕𝑥 𝑗

𝜕

𝜕𝑥𝑖
− 𝜕 𝑓 (x)

𝜕𝑥𝑖

𝜕

𝜕𝑥 𝑗
+ 𝜕 𝑓 (x)

𝜕𝑥𝑖

𝜕 𝑓 (x)
𝜕𝑥 𝑗

(3.12)

57
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(3.13)
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𝑓 (x) = x𝑇𝚺−1
(
𝑟 − 1

2
𝜎2

)
(3.15)

𝛾̂ = 𝑒x𝑇𝚺−1(𝑟− 1
2𝜎

2) (3.16)

where 𝛾̂ and ℎ̂† are Hermitian operators, 𝑓 (x) is a desired function that constitutes
part of the 𝛾̂ operator, x is a vector of logarithm of prices, 𝑟 is a constant risk-free interest
rate, 𝜎 is a vector of the constant volatility of the underlying stocks, 𝜌𝑖 𝑗 is the constant
Pearson correlation between the 𝑖-th and the 𝑗-th stocks, 𝑁 is the number of underlying
assets, and 𝚺 is the covariance matrix of the underlying assets.

In the case of two underlying assets, the inverse of the covariance matrix can be
formulated as Eq. (3.17). Using the corresponding 𝛾̂ operator, the general multi-asset
extension of the Hermitian BSM Hamilton operator can be determined via Eq. (3.18). In
the single-asset case, both the 𝛾̂ operator and the ℎ̂† Hermitian BSM Hamilton operator
coincide with the operators defined by Jana and Roy (2012). However, in the multi-asset
case, there are also partial cross-derivatives, which, according to Young’s theorem, result
in a symmetric operator. According to Fernández (2020), if the coefficients of partial
cross-derivatives are real in Hamilton operators, then these operators are also Hermitian.
In Equation (3.19), 𝜇 (3.21) represents the vector of the adjusted drift rate of the underlying
asset’s price process, and 𝑉̂ (3.20) represents the constant potential energy operator.
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𝚺−1 =
1

𝜎2
1𝜎

2
2 (1 − 𝜌

2
12)

(
𝜎2

2 −𝜌12𝜎1𝜎2

−𝜌12𝜎1𝜎2 𝜎2
1

)
(3.17)

ℎ̂† = −1
2
∇̂⊤𝚺∇̂ + 1

2
𝜇⊤𝚺−1𝜇 + 𝑟 (3.18)

ℎ̂† = −1
2
∇̂⊤𝚺∇̂ + 𝑉̂ (3.19)

𝑉̂ =
1
2
𝜇⊤𝚺−1𝜇 + 𝑟 (3.20)

𝜇 =


𝑟 − 𝜎2

1
2

𝑟 − 𝜎2
2

2
...

𝑟 − 𝜎2
𝑛

2


(3.21)

where ℎ̂† is the Hermitian representation of the original BSM Hamilton operator, 𝜇
represents the vector of the adjusted drift rate of the underlying asset’s price process, 𝑟 is
a constant risk-free interest rate, 𝜎𝑖 is a 𝑖-th stock’s constant volatility, 𝜌𝑖 𝑗 is the constant
Pearson correlation between the 𝑖-th and the 𝑗-th stocks, 𝚺 is the covariance matrix of
the underlying assets, 𝑉̂ is a constant potential operator, and ∇̂ incorporates differential
operators corresponding to the different underlying assets.

3.3 Solution of Multi-Asset European Options and Free
Particles in Space

In the case of the multi-asset BSM Hamiltonian operator, the potential term remains
constant. In accordance with Vukovic (2015) and Araneda and Villena (2021), if the
ℏ Planck constant is set to 1, then the mass and momentum operator can be expressed
according to Eq. (3.22). The interaction between two underlying assets in the multi-asset
BSM framework can be effectively captured by the product of their respective momentum
operators shown in Eq. (3.23), while the magnitude and direction of the interaction are
governed by the 𝜌 constant Pearson correlation coefficient.
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𝑚1 =
1
𝜎2

1

𝑝1 = −𝑖 𝜕
𝜕𝑥1

(3.22)

ℎ̂† =
𝑝2

1
2𝑚1
+ 𝜌1,2√

𝑚1𝑚2
𝑝1𝑝2 +

𝑝2
2

2𝑚2
+ 𝑉̂ (3.23)

where 𝑚1 and the 𝑝1 operator are derived from the BSM that corresponds to the
equivalent mass and momentum operator related to the first underlying asset, ℎ̂† is a two-
asset Hermitian BSM Hamilton operator, 𝜌 is a constant Pearson correlation coefficient,
and 𝑉̂ is the corresponding potential operator.

A free particle is characterised by the absence of a confining potential; therefore,
the particle can freely move through space without any boundary constraints. Common
boundary conditions such as Dirichlet and Neumann conditions do not apply here (Riley
et al. (2006)). The Dirichlet boundary condition requires the wave function to vanish at
a specific location. This condition arises in systems with infinite potential barriers, such
as a particle in a box framework, but since a free particle moves without boundaries,
there is no reason for the wave function to be zero at any point. Similarly, the Neumann
boundary condition, which states that the derivative of the wave function is zero at a given
boundary, does not bind. This condition typically appears in symmetric systems, but a free
particle does not have a boundary that requires such symmetry. The time-independent
Schrödinger equation can be expressed according to Equation (3.24). The eigenstates
of the Hamilton operator are generally expressed in the form (3.25) that must satisfy
the normalisation condition (3.6), which ensures that the total probability of finding
the particle within the allowed region of space is equal to one. However, in the case
of a free particle, the eigenstates are described by plane waves that extend infinitely
across space. These states cannot be normalised in the conventional 𝐿2 sense. Here
the configuration space is the ordinary, non-extended space R𝑁 , so the symbols ±∞
in normalisation and Fourier integrals indicate integration over an unbounded domain
rather than admissible coordinate values. The plane waves are therefore understood as
Dirac-normalised generalised eigenstates in the standard Hilbert-space sense, whereas
normalisable physical states belong to 𝐿2(R𝑁 ).

𝐻̂𝜙(𝑥) = 𝐸𝜙(𝑥) (3.24)

𝜙(𝑥) = 𝐴𝑒𝑖𝑘𝑥 (3.25)
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where 𝐻̂ is a specific Hamilton operator, 𝐸 is the value of energy, 𝜙(𝑥) is the eigenstate
of a given Hamilton operator, and 𝐴 and 𝑘 are constants.

The Fourier transform is an ideal choice for free particle problems because it naturally
represents the system in terms of momentum spectra, which are more appropriate than
position spectra due to the particle’s delocalisation in space (Griffiths and Schroeter
(2018)). Additionally, it circumvents the normalisation issue by using the Dirac delta
function to ensure the orthogonality of the momentum eigenstates. The corresponding
Schrödinger equation for the momentum-space wave function of the two-asset option is
given by Equation (3.26). As the BSM Schrödinger equation is not formulated as an initial
value problem but rather assumes a known terminal state, we introduce the 𝜏 variable to
ensure the reversal of time. The 𝜏 = 𝑇 − 𝑡 affects only the time derivative term, resulting
in a two-asset BSM Schrödinger Equation (3.27).

𝑑Φ

𝑑𝑡
=

(
𝑝2

1
2𝑚1
+ 𝜌1,2√

𝑚1𝑚2
𝑝1𝑝2 +

𝑝2
2

2𝑚2

)
Φ + 𝑉̂Φ (3.26)

𝑑Φ

𝑑𝜏
= −

(
𝑝2

1
2𝑚1
+ 𝜌1,2√

𝑚1𝑚2
𝑝1𝑝2 +

𝑝2
2

2𝑚2

)
Φ − 𝑉̂Φ (3.27)

where Φ is the momentum-space wave function of the option price, 𝑚1 and 𝑝1 are
derived from the BSM that corresponds to the equivalent mass and the momentum operator
related to the first underlying asset, 𝜌 is a constant Pearson correlation coefficient, 𝑉̂ is a
corresponding potential operator, and 𝜏 expresses the time remaining until expiration of
the option.

To solve the two-asset Black-Scholes-Merton Schrödinger equation, with the Planck
constant ℏ set to 1, the Fourier transform is used to convert the position-wave function
Ψ(x) into the momentum-wave function Φ(p). Conversely, the inverse Fourier transform
allows the momentum-wave function to be transformed back into the position-wave func-
tion. These transformations, which are based on Fourier analysis principles, follow the
approaches of Riley et al. (2006), Griffiths and Schroeter (2018), and use the properties
outlined in Equations (3.28), (3.29) and (3.31).

Φ(p) = 1
(2𝜋) (𝑁/2)

∫
R𝑁

Ψ(x)𝑒−𝑖px 𝑑𝑁x

Ψ(x) = 1
(2𝜋) (𝑁/2)

∫
R𝑁

Φ(p)𝑒𝑖px 𝑑𝑁p
(3.28)
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F
[
𝜕𝑛Ψ(𝑥)
𝜕𝑥𝑛

]
= (𝑖𝑝)𝑛Φ(𝑝)

F [Ψ1(x) ∗ Ψ2(x)] =
1

(2𝜋) (𝑁/2)
F [Ψ1(x)]F [Ψ2(x)]

(3.29)

where the convolution means that (Ψ1 ∗ Ψ2) =
∫ ∞
−∞Ψ1(𝑥)Ψ2(𝑦 − 𝑥)𝑑𝑥, F [Ψ(x)] is a

Fourier transform of the position-space wave function Ψ(x), 𝑝 is a momentum operator
and Ψ(p) is a momentum-space wave function.

First, we solve the ordinary differential Equation (3.27) according to Eq. (3.30). Using
the covariance matrix of the underlying assets, the exponential term in the solution can also
be expressed as the Fourier transform of the multivariate normal probability distribution
function. The Fourier transform of the general multivariate normal probability distribution
function is shown in Eq. (3.31), where𝑁 denotes the number of variables. If the covariance
matrix is scaled by the 𝜏 scalar (3.32), then the solution of Φ(p) can be expressed as Eq.
(3.33).

Φ(𝑝1, 𝑝2) = Φ(𝑝𝑇 )𝑒−𝑉̂𝜏 exp

{(
−
𝑝2

1
2𝑚1
− 𝜌1,2√

𝑚1𝑚2
𝑝1𝑝2 −

𝑝2
2

2𝑚2

)
𝜏

}
(3.30)

F
[

1
(2𝜋𝜏) 𝑁2

√︁
|𝚺|

exp
(
−1

2
x𝑇𝚺−1x

)]
=

1
(2𝜋) (𝑁/2)

exp
(
−1

2

(
p𝑇𝚺−1p

)
𝜏

)
(3.31)

𝚺∗ = 𝚺𝜏 (3.32)

Φ(p) = Φ(pT)𝑒−𝑉̂𝜏 (2𝜋) (𝑁/2)F
[

1
(2𝜋𝜏) 𝑁2

√︁
|𝚺|

exp
(
−1

2
x𝑇𝚺∗−1x

)]
(3.33)

where Φ(p) is the momentum-space wave function of the option price, Φ(pT) is the
momentum-space wave function of the option price at maturity, 𝑚 and 𝑝 are derived from
the BSM that corresponds to the equivalent mass and the momentum operator, 𝜌 is a
constant Pearson correlation coefficient, 𝑉̂ is the corresponding potential operator, 𝚺 is a
covariance matrix of the underlying assets, |𝚺| is the determinant of the covariance matrix,
𝑁 is the number of underlying assets, and 𝜏 expresses the time remaining until expiration.

By taking the Fourier transform of Φ(pT) the momentum-space wave function of the
option price at maturity (3.34); and subsequently applying the inverse Fourier transform
along with the convolution theorem, the Hermitian partial solution of the multi-asset BSM
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Schrödinger equation (3.35) is obtained.

Φ(p) = 𝑒−𝑉̂𝜏 (2𝜋) (𝑁/2)F
[
Ψ(xT) ∗

1
(2𝜋𝜏) 𝑁2

√︁
|𝚺|

exp
(
−1

2
x𝑇𝚺∗−1x

)]
(3.34)

Ψ(x) = 𝑒−𝑉̂𝜏 1
(2𝜋𝜏) 𝑁2

√︁
|𝚺|

∫
R𝑁

Ψ(xT) exp
(
−1

2
y𝑇𝚺∗−1y

)
𝑑𝑁xT (3.35)

where:
y = x − xT (3.36)

Φ(p) is the momentum-space wave function of the option price, Ψ(x) is the position-
space wave function of the option price, Ψ(xT) is the position space wave function of
the option price at maturity, 𝑉̂ is the corresponding potential operator, 𝚺 is a covariance
matrix of the underlying assets, |𝚺| is the determinant of the covariance matrix, 𝑁 is the
number of underlying assets, and 𝜏 expresses the time remaining until expiration.

We identify the states associated with the original non-Hermitian BSM Hamilton
operator to investigate the solution of the original multi-asset BSM partial differential
equation. By applying the metric operator 𝛾̂, the payoff function Ψ(xT) of the Hermitian
system is transformed, and the final wave function Ψ(x)must be subsequently transformed,
according to Equations (3.37). Consequently, the solution to the general multi-asset BSM
equation is expressed in Equation (3.38). Following the decomposition and simplification
of the potential operator 𝑉̂ , the discount factor can be factored out of the integral, leading
to the final result (3.39).

Ψ(xT) = 𝛾̂Ψ𝐵𝑆𝑀 (xT)
Ψ𝐵𝑆𝑀 (x) = 𝛾̂−1Ψ(x)

(3.37)

Ψ𝐵𝑆𝑀 (x) = 𝑒−𝑉̂𝜏
1

(2𝜋𝜏) 𝑁2
√︁
|𝚺|

∫
R𝑁

Ψ𝐵𝑆𝑀 (xT)𝛾̂(−y) exp
(
−1

2
y𝑇𝚺∗−1y

)
𝑑𝑁xT (3.38)

Ψ𝐵𝑆𝑀 (x) =
1

(2𝜋𝜏) 𝑁2
√︁
|𝚺|
𝑒−𝑟𝜏

∫
R𝑁

Ψ𝐵𝑆𝑀 (xT) exp
(
−1

2
(y + 𝜇∗)𝑇 𝚺∗−1 (y + 𝜇∗)

)
𝑑𝑁xT

(3.39)
where:

𝜇∗ = 𝜇𝜏 (3.40)

Ψ𝐵𝑆𝑀 (x) and Ψ(x) are the original and Hermitian solutions of the multi-asset option
price, Ψ𝐵𝑆𝑀 (xT) and Ψ(xT) are the original and Hermitian payoff functions of the multi-
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asset option at maturity, 𝑉̂ is the potential operator, 𝚺 is a covariance matrix of the
underlying assets, |𝚺| is the determinant of the covariance matrix, 𝑁 is the number of
underlying assets, 𝜇 represents the vector of adjusted drift rates of the underlying assets,
𝑟 is a constant risk-free interest rate, and 𝜏 expresses the time remaining until expiration.

The final solution can alternatively be expressed in terms of the stock price 𝑆, by
reversing the transformation 𝑥 = 𝑙𝑜𝑔(𝑆). Since 𝑥𝑖 = log 𝑆𝑖 maps the open half-line
𝑆𝑖 ∈ (0,∞) bijectively onto R, the corresponding stock-price domain is the open orthant
(0,∞)𝑁 , with neither 0 nor +∞ included as a coordinate value. In this case, the final
solution of the multi-asset Black-Scholes-Merton PDE is given by Formula (3.41), which
aligns with the solution presented by Wilmott (2013) and Contreras G. et al. (2016).

Ψ𝐵𝑆𝑀 (S) =
𝑒−𝑟 (𝑇−𝑡)

(2𝜋(𝑇 − 𝑡)) 𝑁2
√︁
|𝚺|

×
∫
R𝑁

Ψ𝐵𝑆𝑀 (ST)
ST

exp
[
−1

2
(u + 𝜇∗)𝑇𝚺∗−1(u + 𝜇∗)

]
𝑑𝑁ST.

(3.41)

where:
u = log

S
ST

(3.42)

𝜇∗ = (r − 𝜎
2

2
) (𝑇 − 𝑡) (3.43)

Ψ𝐵𝑆𝑀 (S) is the general solution of the multi-asset European plain vanilla option,
Ψ𝐵𝑆𝑀 (ST) is the payoff function of the option, 𝚺 is a covariance matrix of the underlying
assets, |𝚺| is the determinant of the covariance matrix, 𝑁 is the number of underlying
assets, 𝜇 represents the vector of adjusted drift rates of the underlying assets, 𝑟 is the
constant risk-free interest rate, 𝜎 is the vector of the volatility of underlying assets, 𝑡 is the
observation time, and 𝑇 is the expiration date.

3.4 Solution of Multi-Asset Double Knock-Out Options
and Particles in a Box

A significant class of financial derivatives consists of path-dependent, limit-price
options that include instruments on the basis of multiple underlying assets. These options
often incorporate specific price thresholds, leading to two main categories of limit-price
options. The first type, knock-out options, loses their value entirely if the price of the
underlying asset crosses a predetermined threshold over time. In contrast, knock-in options
start with no intrinsic value and become active only if the price of the underlying asset
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reaches a specified level within a given time frame. In this example, we present the pricing
of a two-asset double knock-out rainbow option that incorporates two individual limit
prices for the underlying assets, as also examined by Zvan et al. (2000). This option value
becomes zero as soon as one of the two underlying assets breaches its respective barrier
level. Consequently, even if the second asset remains within its barrier range and performs
favourably, the option is rendered worthless if the first asset breaches its limit.

In quantum mechanics, a common problem involves determining the position of a
particle moving freely within a box. Issues of this nature are commonly referred to as
particle in a box problems. In these scenarios, a time-evolving particle cannot leave the
box because it is subject to forces pushing it back once it has reached its boundary. In
this case, the energy levels of the particles are quantified, a property arising from the
satisfaction of both the Dirichlet and Neumann boundary conditions. These conditions
ensure that the particle’s wave function can be expressed as a superposition of the eigen-
states (stationary states) of the Hamiltonian, as determined by the general solution of
the Schrödinger equation (3.44). The solutions of different multi-particle Schrödinger
equations are comprehensively presented by Griffiths and Schroeter (2018).

|Ψ(𝑡)⟩ =
∑︁
𝑛

⟨𝜑𝐸𝑛
|Ψ(0)⟩𝑒− 𝑖

ℏ
𝐸𝑛𝑡 |𝜑𝐸𝑛

⟩ (3.44)

where |Ψ(𝑡)⟩ is the wave function of the particle at time 𝑡, |Ψ(0)⟩ is the initial state
of the particle, ℏ is the Planck constant, 𝐸𝑛 is the energy eigenvalue of the 𝑛-th quantum
state, and |𝜑𝐸𝑛

⟩ is the 𝑛-th energy eigenstate of the Hamiltonian.

We first need to determine the eigenvalues and eigenvectors of the corresponding
Hamiltonian operator. Specifically, we identify the appropriate solution for the Hermitian
multi-asset BSM Hamiltonian operator (3.19). The final result is subsequently modified via
the appropriate 𝛾̂ operators (3.16) to account for the necessary adjustments. Nevertheless,
the Hermitian BSM Hamiltonian operator also contains partial cross-derivatives, which
can be eliminated by diagonalisation to achieve greater ease of solution. We introduce 𝑦1

and 𝑦2 according to Eq. (3.45), where 𝜃 (3.46) ensures that the cross-derivative operator
vanishes from the corresponding Hamilton operator. As a result of diagonalisation, the
Hermitian BSM Hamiltonian operator can be expressed in the form (3.47), where 𝜆1 (3.48)
and 𝜆2 (3.49) represent the eigenvalues of the coefficient matrix. Economically, this is a
principal-component rotation of risk-neutral log-return risk; 𝜆1 and 𝜆2 are variance rates
along orthogonal, uncorrelated diffusion directions.
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𝑦1 = 𝑥1 cos 𝜃 + 𝑥2 sin 𝜃

𝑦2 = −𝑥1 sin 𝜃 + 𝑥2 cos 𝜃
(3.45)

𝜃 =
1
2

arctan

(
−2𝜎1𝜎2𝜌1,2

𝜎2
2 − 𝜎

2
1

)
(3.46)

ℎ̂† = −1
2

(
𝜆1

𝜕2

𝜕𝑦2
1
+ 𝜆2

𝜕2

𝜕𝑦2
2

)
+ 𝑉̂ (3.47)

𝜆1 =

𝜎2
1 + 𝜎

2
2 +

√︃
(𝜎2

1 − 𝜎
2
2 )2 + 4𝜎2

1𝜎
2
2 𝜌

2
1,2

2
(3.48)

𝜆2 =

𝜎2
1 + 𝜎

2
2 −

√︃
(𝜎2

1 − 𝜎
2
2 )2 + 4𝜎2

1𝜎
2
2 𝜌

2
1,2

2
(3.49)

where ℎ̂† is the Hermitian BSM Hamilton operator, 𝜎𝑖 is the constant volatility of the
𝑖-th underlying stock, 𝜌𝑖 𝑗 is the constant Pearson correlation between the 𝑖-th and the 𝑗-th
stocks, and 𝑉̂ is a corresponding potential operator.

In quantum mechanics, the boundary conditions of a particle are inherently encoded
in the potential energy operator 𝑉̂ , as it is directly influenced by the position operator.
One specific realisation of this principle is the infinite potential well, a system in which
the particle is confined and cannot escape the well. Consequently, the path dependence
of various limit price options can be effectively addressed through their potential energy
operator 𝑉̂ . The potential energy operator for the desired option, which is based on
two underlying assets, can be determined by the boundary condition (3.50), where the
potential energy becomes infinite outside of the logarithm of the lower limit prices 𝐿 and
the higher limit prices 𝐻. Here +∞ is shorthand for the hard-wall limit 𝑉0 → +∞, not
a finite energy value or a point of the spectrum. Correspondingly, the informal notation
1/∞ = 0 means only lim𝑉0→+∞𝑉

−1
0 = 0. The Hamiltonian is realised on 𝐿2(Ω) with

homogeneous Dirichlet boundary conditions, where Ω = (𝐿1, 𝐻1) × (𝐿2, 𝐻2) is open and
the barrier points form its boundary 𝜕Ω. This condition can also be expressed in terms of
𝑦 by applying the transformations (3.45) to the corner points of the original rectangular
domain. The corresponding coordinate bounds (3.51) are then given by the minimum
and maximum values of the transformed coordinates at these points. In general, these
bounds define an axis-aligned rectangle enclosing the transformed domain. The particle-
in-a-box construction below is formulated on this enclosing domain and yields a separable
semi-analytical approximation to the original barrier problem.
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𝑉̂ =


1
2𝜇
⊤𝚺−1𝜇 + 𝑟, if 𝐿1 < 𝑥1 < 𝐻1 and 𝐿2 < 𝑥2 < 𝐻2

∞, otherwise
(3.50)

𝐿1 = min
{
𝐿1 cos 𝜃 + 𝐿2 sin 𝜃, 𝐿1 cos 𝜃 + 𝐻2 sin 𝜃,

𝐻1 cos 𝜃 + 𝐿2 sin 𝜃, 𝐻1 cos 𝜃 + 𝐻2 sin 𝜃
}

𝐻1 = max
{
𝐿1 cos 𝜃 + 𝐿2 sin 𝜃, 𝐿1 cos 𝜃 + 𝐻2 sin 𝜃,

𝐻1 cos 𝜃 + 𝐿2 sin 𝜃, 𝐻1 cos 𝜃 + 𝐻2 sin 𝜃
}

𝐿2 = min
{
− 𝐿1 sin 𝜃 + 𝐿2 cos 𝜃, −𝐿1 sin 𝜃 + 𝐻2 cos 𝜃,

− 𝐻1 sin 𝜃 + 𝐿2 cos 𝜃, −𝐻1 sin 𝜃 + 𝐻2 cos 𝜃
}

𝐻2 = max
{
− 𝐿1 sin 𝜃 + 𝐿2 cos 𝜃, −𝐿1 sin 𝜃 + 𝐻2 cos 𝜃,

− 𝐻1 sin 𝜃 + 𝐿2 cos 𝜃, −𝐻1 sin 𝜃 + 𝐻2 cos 𝜃
}

(3.51)

where 𝑉̂ is the potential operator of the double knock-out Hermitian BSM Hamilton
operator, 𝜇 represents the vector of the adjusted drift rate of the underlying asset’s price
process, 𝑟 is a constant risk-free interest rate, 𝚺 is the covariance matrix of the underlying
assets, 𝑥𝑖 is a logarithm of the 𝑖-th underlying asset’s price, 𝐿𝑖 is a logarithm of the 𝑖-th
underlying asset’s lower limit price, 𝐿𝑖 is the transformed lower barrier of the 𝐿𝑖, 𝐻𝑖 is a
logarithm of the 𝑖-th underlying asset’s higher limit price, and 𝐻𝑖 is the transformed higher
barrier of the 𝐻𝑖.

The stationary states of the two-asset Hermitian BSM Hamilton operator, can be
represented as a product of independent stationary states (3.52). Individual stationary
states are sought in the well-established form presented in Eq. (3.53). Moreover, by
applying the appropriate boundary conditions, the quantised values of 𝑘 , which represent
the wavenumbers, can be determined via Eq. (3.54). The constants 𝐴 and 𝐵 are expressed
via the normalisation condition (3.6). Consequently, the stationary state |𝜑𝑛,𝑚⟩ of the
Hermitian BSM Hamilton operator is normalised when expressed in the form (3.55).

|𝜑⟩ = |𝜑1⟩|𝜑2⟩ (3.52)

|𝜑1⟩ = 𝐴 sin (𝑘1𝑦1) + 𝐵 cos (𝑘3𝑦1)
|𝜑2⟩ = 𝐶 sin (𝑘2𝑦2) + 𝐷 cos (𝑘4𝑦2)

(3.53)
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|𝜑𝑛,𝑚⟩ =
√

2√︂(
𝐻1 − 𝐿1

) √
2√︂(

𝐻2 − 𝐿2

) sin
©­­«
𝑛𝜋

(
𝑦1 − 𝐿1

)
𝐻1 − 𝐿1

ª®®¬ sin
©­­«
𝑚𝜋

(
𝑦2 − 𝐿2

)
𝐻2 − 𝐿2

ª®®¬ (3.55)

where |𝜑𝑛,𝑚⟩ is the stationary state of the two-asset Hermitian BSM Hamilton operator,
𝐿𝑖 is a logarithm of the 𝑖-th underlying asset’s lower limit price, 𝐿𝑖 is the transformed lower
barrier of the 𝐿𝑖, 𝐻𝑖 is a logarithm of the 𝑖-th underlying asset’s higher limit price, 𝐻𝑖 is
the transformed higher barrier of the 𝐻𝑖, 𝑘 is a wavenumber, 𝐴 and 𝐵 are normalisation
constants.

The corresponding 𝐸𝑛,𝑚 energies can be determined via a time-independent
Schrödinger equation (3.56). This yields discrete spectra of energies because the
boundary conditions allow only for specific quantised wavenumbers. Using the operators
associated with the logarithm of the original price of the underlings, the |𝜑𝑛,𝑚⟩ stationary
states (3.57) and their corresponding 𝐸𝑛,𝑚 (3.58) energies satisfy the Schrödinger
differential equation along with the boundary conditions for each underlying asset.
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(
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1
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𝜕𝑦2

2

)
+ 𝑉̂ |𝜑𝑛,𝑚⟩ = 𝐸𝑛,𝑚 |𝜑𝑛,𝑚⟩ (3.56)
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where |𝜑𝑛,𝑚⟩ is the stationary state of the two-asset Hermitian BSM Hamilton operator,
𝐸𝑛,𝑚 is the energy eigenvalue of the quantum state, 𝐿𝑖 is a logarithm of the 𝑖-th underlying
asset’s lower limit price, 𝐿𝑖 is the transformed lower barrier of the 𝐿𝑖, 𝐻𝑖 is a logarithm of
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the 𝑖-th underlying asset’s higher limit price, 𝐻𝑖 is the transformed higher barrier of the
𝐻𝑖, and 𝑉̂ is a corresponding potential operator.

To express this approximation in terms of the original two-asset Black-Scholes-Merton
model, the stationary states must be transformed via the corresponding metric operator
𝛾̂ (3.59). The present value of the two-asset double knock-out rainbow option can be
expressed by Formula (3.60), where we have substituted the payoff function (3.61) corre-
sponding to the worst-of rainbow option.

|𝜑𝐵𝑆𝑀⟩ = 𝛾̂ |𝜑𝑛,𝑚⟩
⟨𝜑𝐵𝑆𝑀 | = 𝛾̂−1⟨𝜑𝑛,𝑚 |

(3.59)
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where
𝑐𝑛,𝑚 = ⟨𝜑𝐵𝑆𝑀 |Ψ𝐵𝑆𝑀 (𝑇)⟩

|Ψ𝐵𝑆𝑀 (𝑇)⟩ = max
(
min(𝑒𝑥1 (𝑇) , 𝑒𝑥2 (𝑇)) − 𝐾, 0

) (3.61)

|Ψ𝐵𝑆𝑀 (0)⟩ is the two-asset double knock-out worst-of rainbow option’s present value,
|𝜑𝐵𝑆𝑀⟩ is the stationary state of the original non-Hermitian BSM Hamilton operator, |𝜑𝑛,𝑚⟩
is the stationary state of the Hermitian BSM Hamilton operator, 𝛾̂ is a Hermitian operator
that transforms the given state into the corresponding solution of the non-Hermitian system,
𝑐𝑛,𝑚 are the coefficients determining the final state, |Ψ𝐵𝑆𝑀 (𝑇)⟩ is the corresponding payoff
function, 𝑉̂ is a corresponding potential operator, 𝑇 represents the time remaining until
maturity, 𝐾 represents the strike price, 𝐿𝑖 is a logarithm of the 𝑖-th underlying asset’s
lower limit price, 𝐿𝑖 is the transformed lower barrier of the 𝐿𝑖, 𝐻𝑖 is a logarithm of the 𝑖-th
underlying asset’s higher limit price, and 𝐻𝑖 is the transformed higher barrier of the 𝐻𝑖.

The semi-analytical Schrödinger solution of the two-asset option (3.60) can be ef-
ficiently approximated numerically. Figures (3.1), (3.2), (3.3), (3.4), (3.5), illustrate
different scenarios of the prices of a two-asset double knock-out worst-of rainbow option
as a function of the two underlying assets’ spot prices. In the examples, both assets have a
maturity of 3 months and share a risk-free rate of 5%, while the volatilities differ between
the two underlyings, the first asset 𝑆1 exhibits volatility 40% and the second asset 𝑆2

exhibits volatility 20%. The strike price is set at $100 for the first three scenarios, while
in the fourth case, it is adjusted to $110. The limit price levels are also varied, with both
underlying assets having identical limits of $90 and $120 in the first three examples, and
differing limits in the final case, where the first underlying asset has a range of $100 to
$140, while the second underlying asset spans from $90 to $130. In the first case, the
correlation between the two underlying assets is assumed to be positive and relatively low,
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Figure 3.1: The surface plot of the two-asset double knock-out worst-of rainbow option
price as a function of the prices of the two underlying assets. The correlation between the
two underlying assets is assumed to be 0.05.

Figure 3.2: The heatmap of the two-asset double knock-out worst-of rainbow option price
as a function of the prices of the two underlying assets. The correlation between the two
underlying assets is assumed to be 0.05.

set at the level 0.05. In Figure (3.1), the pricing surface exhibits a bell-shaped distribu-
tion similar to a bivariate normal distribution. In the heatmap of Figure (3.2), we can
observe that the high values of the option price lie above the strike price, corresponding
to the region where the intrinsic value of the option becomes significantly higher, as both
underlying assets move into the in the money range. The highest values occur when both
asset prices are above the strike price and sufficiently distant from their respective limit
prices, located approximately where both asset prices are near 𝑆1 = $104 and 𝑆2 = $107,
achieving a maximum value of approximately Ψ𝐵𝑆𝑀 (0) ≈ 0.24. The high value region in
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the heatmap is relatively symmetric, indicating that the low correlation between the assets
ensures that changes in the spot price of one underlying asset have relatively independent
effects on the option’s price.

Figure 3.3: The heatmap of the two-asset double knock-out worst-of rainbow option
prices as a function of the prices of the two underlying assets. The correlation between
the two underlying assets is assumed to be 0.6.

Figure 3.4: The heatmap of the two-asset double knock-out worst-of rainbow option
prices as a function of the prices of the two underlying assets. The correlation between
the two underlying assets is assumed to be −0.6.

Figure (3.3) corresponds to a scenario in which the correlation between the two
underlying assets increases to 0.6 while all other parameters remain unchanged. In this
case, the option prices exhibit a noticeable increase in magnitude compared with the
lower correlation case, and the highest value is located approximately where both asset
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prices are near 𝑆1 = $102 and 𝑆2 = $109, achieving a maximum value of approximately
Ψ𝐵𝑆𝑀 (0) ≈ 0.66. The bright region, which represents high option values, becomes
noticeably elongated. This elongation reflects the combined effects of the higher volatility
of 𝑆1 (40%) compared to 𝑆2 (20%) and the increased correlation between the underlying
assets. The bright region moves closer to the lower limit price of 𝑆1, where a steep
decline in the option value can be observed. Under lower correlation, the bell-shaped
pricing surface is relatively symmetric, but with increased correlation, the high-value
region becomes skewed and stretched.

In Figure (3.4), the correlation between the two underlying assets changes from a pos-
itive value to a negative value of −0.6, while all other parameters remain unchanged. The
high value region shifts diagonally, with a stronger concentration in the upper right corner.
This formalism reflects the inverse relationship between the two assets, where a negative
correlation allows one asset’s increase to counteract the other’s decrease. Similarly to
the high positive correlation case, the high value region is not symmetric and becomes
more skewed. The bright region moves closer to the upper limit price of 𝑆2, causing a
sharper drop in the option value in that area. Overall, both high positive and high negative
correlations result in skewed shapes of the pricing surface, shifting the high option value
regions closer to the corresponding limit prices. The degree of the shift and elongation is
influenced by the volatility structure of the underlying assets and leads to a steep decline
in the option’s value near the corresponding limit prices.

Figure 3.5: The heatmap of the two-asset double knock-out worst-of rainbow option
prices as a function of the prices of the two underlying assets. 𝑆1 has limits prices between
$100 and $140, while 𝑆2 has limit prices between $90 and $130. The correlation between
the two underlying assets is assumed to be 0.6.

It is possible to apply different limit prices to the underlying assets, allowing for
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increased flexibility of the conditions attached to the underlying assets. In Figure (3.5),
compared with the positive case of the correlation 0.6, the limit prices are modified so that
𝑆1 has limits between $100 and $140, while 𝑆2 has limits between $90 and $130, with the
strike price also adjusted to $110. As a result of these changes, the region associated with
high option values undergoes modifications in both shape and position. The high value
region becomes more elongated along the 𝑆1 axis due to the wider range of positions in the
money, while simultaneously compressing along the 𝑆2 due to the wider range of positions
out of the money. Furthermore, the high value region shifts diagonally left upward, moving
closer to the upper limit price of 𝑆1 and the lower limit price of 𝑆2. Furthermore, proximity
of the high value region to the upper limit price of 𝑆1 leads to a much steeper decline in
the option value, as 𝑆1 approaches its limit price. The modified limit prices result in a
more distorted pricing surface, where the high value region is stretched and compressed in
response to the adjusted structural parameters, demonstrating the sensitivity of multi-asset
option pricing to changes in the barrier levels.

3.5 Conclusion

This study extends the pseudo-Hermitian Black–Scholes–Merton framework to ac-
commodate multiple correlated underlying assets by identifying the appropriate 𝜂-metric
operator and constructing a Hermitian multi-asset BSM Hamiltonian operator. The transi-
tion to momentum-space offers a streamlined and elegant approach for solving the general
multi-asset BSM differential equation. Furthermore, leveraging the well-established par-
ticles in a box framework from quantum mechanics enables efficient treatment of various
financial instruments’ path dependence, while the time-independent Schrödinger equation
offers a clear semi-analytical solution for similar problems. The efficacy of this method-
ology is illustrated through the pricing of a two-asset double knock-out rainbow option,
where even distinct barriers can be specified for each underlying asset. The presented
methods can be easily generalised to options with more than two underlying assets, as well
as to the pricing of other multi-asset options, such as basket options. Taken together, these
findings emphasise the versatility of quantum-mechanical methodology for capturing the
complexity of correlated multi-asset financial instruments and underscore the potential
for future Schrödinger-based simulations to further advance theoretical understanding and
practical applications in derivative pricing.

While the models discussed to this point assume a constant, time-invariant volatility
parameter, they can be further developed by allowing volatility to vary over time or to
depend on additional parameters, such as strike price or sentiment. The next chapter,
therefore, investigates how volatility can be forecast more accurately using data-driven
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approaches rather than traditional models, a capability crucial to both option pricing and
risk management. In Chapter 4, we incorporate various sentiment indices into a proposed
hybrid econometric and recurrent neural network model, demonstrating how different
sentiments can enhance risk management, particularly Value-at-Risk forecasting.
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Chapter 4

The Sentiment Augmented
GARCH-LSTM Hybrid Model for
Value-at-Risk Forecasting

Having established quantum-inspired pricing models for single-asset and multi-asset
derivatives in Chapters 2 and 3, this final chapter turns to the empirical assessment of
volatility and risk forecasts. We develop a sentiment-augmented GARCH–LSTM hybrid
model that integrates news- and social-media-based sentiment indicators with traditional
volatility models to improve Value-at-Risk forecasting accuracy. This work was carried
out jointly with Balázs Egyed and builds on results published in Computational Economics
(Léber and Egyed (2025)).

4.1 Introduction

Accurate volatility forecasting constitutes a cornerstone in the field of financial risk
management and portfolio optimisation. The capacity to predict market turbulence with
precision is imperative for the formulation of robust risk mitigation strategies and the
optimisation of asset allocation decisions. In this context, Value-at-Risk has emerged as
one of the most popular risk metrics. According to Duffie and Pan (1997) Value-at-Risk
(VaR) is a statistical technique used to measure and quantify the level of financial risk of
a portfolio over a specific time frame. It estimates the maximum loss that an investment
portfolio is likely to suffer, given normal market conditions, over a period of time with
a certain degree of confidence. VaR has gained popularity because it is easy to estimate
and provides a single, summary measure of market risk for the entire range of financial
instruments within a firm’s portfolio.

Value-at-Risk has come under a lot of attack, Artzner et al. (1999) highlight that VaR is
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not considered a coherent risk measure because of its lack of subadditivity. Subadditivity
ensures that the risk of a combined portfolio should not exceed the sum of risks of
individual portfolios. According to these authors violations of subadditivity with VaR can
result in financial institutions underestimating risk, which can have implications both for
internal risk management and for regulatory capital requirements. As a result of these
concerns, Expected Shortfall (ES), which is an alternative risk measure that is coherent
and inherently subadditive has been proposed. On the other hand, Danı́elsson et al. (2013)
showed that Value-at-Risk can indeed be used as a measure of risk in most practical
applications, as it is generally subadditive for common types of assets. His paper finds
that concerns regarding VaR’s lack of subadditivity are not of significant importance,
as violations are rare and mostly confined to assets with extremely fat tails or specific
probability levels within return distributions. As such, for typical assets and applications,
VaR remains a reliable and operationally simpler choice for risk measurement compared
to other more complicated risk measures.

The Basel Committee on Banking Supervision provides guidelines and standards for
banks to manage market risks, including requirements for capital reserves, risk assessment
models, and specific reporting practices. As of this writing, the committee provides two
possible measures of market risk, Value-at-Risk (VaR) and Expected Shortfall (ES). The
move to Expected Shortfall from Value-at-Risk is significant because of the coherence
of Expected Shortfall. Nonetheless, one salient challenge that arises with the adoption
of Expected Shortfall is the intricacy of its backtesting. Regardless of the choice of the
risk metric, VaR backtesting remains a key concept in the Basel framework due to its
more straightforward application in contrast to backtesting of the Expected Shortfall. The
criteria for backtesting necessitate the assessment of each trading desk’s daily Value-at-
Risk calculations at the 97.5% percent confidence level (Basel Committee on Banking
Supervision, 2013, 2019).

There are different methods for estimating Value-at-Risk and considering stylised facts
in these models is essential because they encapsulate the empirical properties observed in
asset returns, which help predict market behaviour. In this context, Cont (2001) lists four
important stylised facts, volatility clustering, conditional heavy tails, the leverage effect
and intermittency. One of the most popular volatility forecast models is the Generalized
Autoregressive Conditional Heteroskedasticity (GARCH) model, which was introduced
by Bollerslev (1986). This model can capture the phenomena of volatility clustering
and conditional heavy tails in financial time series. Degiannakis et al. (2012) show that
the GARCH model has the most satisfactory performance for the VaR forecasts before
the financial crisis of 2008 for various indices, while during the financial crisis of 2008,
the Asymmetric Power GARCH (APARCH) model was found to be more capable of
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forecasting VaR efficiently because it is better at capturing extreme negative log returns
and the asymmetry of the leverage effect.

On the other hand, for the models to meet these stylised facts, researchers have be-
gun to develop artificial intelligence models, most of which are built on the predictions
of GARCH models. Donaldson and Kamstra (1997) reported that the artificial neural
network (ANN) model provides the best performance in terms of forecasting volatility
because these models are capable of capturing complex, nonlinear relationships in the
data that other models cannot. Hu et al. (2020) combined a GARCH model with Long
Short-Term (LSTM) and Bidirectional Long Short-Term (BiLSTM) neural networks be-
cause these models have memory components and they are useful for capturing time-series
characteristics, especially considering sequences of a past event. Kim and Won (2018)
presented a comprehensive approach to forecasting stock price index volatility by integrat-
ing an LSTM neural network with multiple GARCH-type models such as the Exponential
GARCH (EGARCH) model. Their findings also revealed that the hybrid LSTM models
significantly outperform existing methodologies, achieving lower prediction errors across
various metrics. Kakade et al. (2022) demonstrated that hybrid BiLSTM-GARCH models
outperform every conventional model including hybrid GARCH-LSTM models also due
to their ability to capture bidirectional dependencies in time series data, providing a more
comprehensive understanding of the underlying volatility. Garcı́a-Medina and Aguayo-
Moreno (2024) show another particular advantage of GARCH-LSTM models, they present
a powerful tool for predicting the volatility of cryptocurrency portfolios and optimising
portfolio performance according to them. Applying a different approach, Buczynski and
Chlebus (2023) introduce a neural network-based GARCH model and show its particular
importance in the aspect of Value-at-Risk. Compared with GARCH, the GARCHNet
models demonstrate better outcomes during the backtesting. The number of exceedances,
which indicates when the actual losses surpass the predicted Value-at-Risk, is lower for
GARCHNet models in several cases. GARCHNet models often have lower cost function
values from the regulator’s perspective, indicating potentially lower costs related to risk
management activities. Wang et al. (2023) highlighted the advantages of incorporating
multiple features of neural network-based models for forecasting cryptocurrency volatility.
The authors identified key variables beyond lagged volatility, these include trading volume,
blockchain metrics, Google Trends data, NASDAQ, S&P 500 adjusted close prices and
policy uncertainty indices. By utilising these diverse internal and external determinants,
multivariable neural network models outperform traditional models such as GARCH in
terms of forecasting accuracy.

Our study extends the capabilities of conventional GARCH and GARCH-LSTM aug-
mented neural network architectures by attaching sentiment indices drawn from both
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conventional and social media platforms. Our objective is to enhance the accuracy of
the existing models in forecasting market volatility and Value-at-Risk. We analyse the
connection between market variances and the sentiment indices, with a particular focus
on investigating the nonlinear connection between these variables. Drawing from the
foundation established by prior research and our significant results of Granger causality
tests, we develop two advanced models: a sentiment index augmented GARCH model
and a sentiment index augmented GARCH-LSTM model. These enhanced models are
designed to capitalise on the predictive signals embedded within sentiment data, which
serve as proxies for investor mood and market perception, thereby providing a more nu-
anced understanding of market behaviours and future volatility. Grounded in our initial
postulations, the integration of sentiment indices is posited not only to encapsulate the
characteristically observed stylised facts of fat tails and volatility clustering within fi-
nancial time series but also to adequately manage the phenomena of intermittency and
leverage effects. Additionally, the inclusion of sentiment indices harnesses supplementary
information that transcends conventional market data, potentially conferring an enhanced
analytical edge in the prognostication of volatility patterns.

We evaluate conventional GARCH, hybrid GARCH-LSTM and our proposed models
on empirical data. The forecasted volatilities and corresponding Value-at-Risk estimates
derived from the various models under consideration are subjected to rigorous evalua-
tion across the entirety of the S&P 500 index constituents. The comparative analysis
of outcomes is evaluated with different test statistics in concert with diverse loss func-
tions, thereby ensuring a comprehensive and multifaceted assessment of the predictive
performance of each model. The empirical analysis consists of estimating Value-at-Risk
forecasts at the 2.5% significance level one day ahead in a window of 357 test trading days
(almost one and a half trading years). The analysis was written and conducted in Python
and R.

The chapter is organised as follows. In subsection 4.2, we present a comprehensive
literature review of the importance of sentiment indices and their possible risk management
applications. In subsection 4.3, we present the data, computational resources and software
used. In subsection 4.4, we describe the methodology and background for VaR backtesting.
In subsection 4.5, we show the linear and nonlinear relationships between sentiment indices
and social media indices. In subsection 4.6, we present the results of the different predictive
models, and finally, in subsection 4.7 we conclude our results and make further proposals
to improve the dissemination of forecasts.
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4.2 Literature Review

One of the critical aspects influencing risk management decisions is the effect of
volatility clustering and its consequences. According to Cont (2007) a possible expla-
nation for the phenomenon of volatility clustering is the multi-agent-based model family
in which the composition of agents with different trading behaviours changes over time.
Lux and Marchesi (1998) differentiate agents according to whether they follow a chartist
or a fundamentalist strategy. Chartists predict price trends based on past patterns, while
fundamentalists trade based on intrinsic asset values, ignoring short-term fluctuations.
Agents probabilistically switch strategies based on realised excess profits, leading to sud-
den volatility spikes when chartists dominate. This is subsequently followed by market
stabilisation, a dynamic behaviour recognised as another stylised fact known as on-off
intermittency. This behavioural switching accounts for not only volatility clustering,
heavy tails, and intermittency but also the long-term memory effect observed in volatil-
ity. Kirman and Teyssiere (2002) proposed a different multiagent model emphasising
interdependency among agents, leading to herding behaviour driven by social influences
or rational responses to shared information. Agents adjust their forecasts and trading
activities based on current market conditions and past outcomes, contributing to persistent
volatility or long memory. The specific rules governing agents’ decision updates, such
as changing investment thresholds, significantly impact the overall volatility dynamics.
According to Banerjee and Green (2015), noise traders, similar to chartists, are irrational
agents who interpret noise as informative signals, leading to overreactions or underreac-
tions in asset prices, and contributing to increased volatility and market mispricing. Noise
traders are significantly influenced by information from the news and social media such
as Twitter, while fundamentalists counterbalance this influence by pushing prices towards
their fundamental values. Iqbal et al. (2023) emphasise the psychological biases of noise
traders, whose sentiment-driven decisions differ from rational expectations and can cre-
ate market inefficiencies. All these potential explanations contribute to the dynamics of
volatility, which should be considered by risk management.

Many authors have explored the impact of various information sources, including
social media and news, on market returns, volume, abnormal returns, and volatility.
Antweiler and Frank (2004) investigated the influence of internet stock message boards
on financial markets, by analysing over 1.5 million messages from Yahoo! Finance and
Raging Bull concerning companies in the Dow Jones Industrial Average and the Dow
Jones Internet Index. They discover that high message activity has a small but significant
negative predictive effect on stock returns, with transaction costs eroding potential gains.
These messages, often posted by noise traders, correlate with increased market volatility
and trading volume, suggesting a predictive relationship between message activity and
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future market volatility. Tetlock (2007) also examines the relationship between media
content and stock market movements, focusing on the Wall Street Journal’s ”Abreast of the
Market” column. By quantitatively measuring media pessimism, Tetlock found that high
levels of pessimism predict downward pressure on stock prices, followed by a reversion
to fundamentals, indicating that media content acts as a proxy for investor sentiment.
Additionally, extreme media pessimism forecasts high market trading volumes and lower
market returns lead to greater media pessimism. Tetlock et al. (2008) demonstrated that
negative words significantly influence financial analysis more than positive words, as
they indicate problems or risks associated with companies. They introduce quantitative
measures of negative tone, such as the standardised fraction of negative words, which
shows a strong correlation with stock returns and predictive power for various financial
attributes. These measures efficiently predict low firm earnings in the upcoming quarter
and low stock returns on the following trading day, highlighting the near-immediate impact
of negative sentiment on market perception and short-term stock performance. This effect
persists even when investors and analysts understand the implications of negative language,
as negative words enhance predictions of future earnings beyond commonly accessible
quantitative data. The research also reveals a delay in market reactions to negative
information, indicating a lag in processing and responding to negative news.

The focus on the fraction of negative words in financial analysis is supported by
Baumeister et al. (2001), who find that language contains more words for negative emo-
tions than for positive emotions, emphasising the greater impact of negative emotions on
cognitive processes and judgements of likeability. Negative behaviours are more diagnos-
tic of a person’s character, quickly categorising someone as bad, whereas good behaviours
require consistent actions to achieve a positive categorisation. Loughran and McDonald
(2011) highlight the distinct nature of financial vocabulary compared to conventional lan-
guage, advocating for a specialised dictionary to accurately measure sentiment in corporate
communications. Their research addresses the challenges of word categorisation, noting
that positive words are often negated in financial contexts, which can cause misclassifica-
tions and errors in analysis. For example, phrases such as ”did not benefit” can obscure
negative information. Another interesting phenomenon that distorts the real meaning of
texts is that readers evaluate a company’s value based on documents. Considering this
phenomenon journalists and authors usually tend to use cautious language, frequently
avoiding negative words, instead of qualifying positive words in ways that may not be
easily identifiable by different text analysis algorithms. The presence of negative lan-
guage, however, tends to have a more significant and clear-cut impact. They recommend
using their Fin-Neg list, which is better attuned to financial contexts and provides more
accurate predictions of corporate performance and market distress than general-purpose
negative word lists. This list significantly correlates with financial metrics such as stock
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returns, volatility, and trading volume, offering a more reliable tool for sentiment analysis
in finance and risk management.

Certain authors have already examined the impacts caused by social media, for ex-
ample, Choi and Varian (2012) explored the use of Google search query data to estimate
current economic activity in various industries. They hypothesise that the volume of
industry-related Google searches correlates with current performance levels and can an-
ticipate forthcoming data releases. Using Google Trends data, which provides normalised
indices of search query volumes from January 1, 2004, they integrate this information into
statistical models to estimate real-time economic activity, potentially predicting future
events, including volatility. Hamid and Heiden (2015) also investigated the relation-
ship between investor attention, measured by Google search volumes, and stock market
volatility. They enhanced volatility forecasting models by incorporating Google search
data and found that it can improve prediction accuracy. Their empirical similarity ap-
proach predicts future events by identifying historical market behaviour patterns and using
similarity-weighted averaging. This method suggests that including investor attention data
can refine volatility predictions beyond traditional models, offering innovative insights into
economic and financial phenomena.

Deveikyte et al. (2022) explored sentiment analysis for predicting stock market volatil-
ity and returns, focusing on the FTSE100 index. Their study confirms a correlation
between sentiment in financial news and stock market movements, with negative Twitter
sentiment strongly predicting next-day market volatility (with a correlation coefficient of
-0.7). By utilising topic recognition and Latent Dirichlet Allocation, they developed a clas-
sifier that achieved 63% accuracy in directional volatility prediction. However, Granger
causality tests indicate that sentiment from news and social media does not causally pre-
dict changes in the FTSE100 index. Kranefuss and Johnson (2021) also investigated the
impact of Twitter sentiment on stock market volatility forecasts using the ARIMA and
ARFIMA models. They incorporate sentiment indicators from Loughran McDonald’s
lexicon and tweet volumes. Their results show that negative Twitter sentiment increases
volatility, while positive sentiment decreases it, supporting the leverage effect theory. The
volume of Tweets significantly correlates with market volatility, highlighting the growing
relevance of social media as an indicator.

Some authors have already established the exploitation of nonlinear relationships
between sentiments and financial attributes. Arslan (2024) investigated the challenge of
forecasting Bitcoin prices for the following day and the impact of tweets on this price by
applying the Long Short-Term Memory (LSTM) model. They utilised Empirical Mode
Decomposition (EMD) as a data decomposition technique to discriminate between high
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and low-frequency components, enabling a comprehensive examination of the attributes
inherent in each component. Additionally, they generated a real-world dataset consisting of
tweets related to Bitcoin and subsequently processed it for analysis. The proposed scheme
demonstrates significant potential for contributing to the rationalisation and regulation of
the cryptocurrency market, offering guidance to governments and assisting individuals in
making profitable investment decisions. Akbiyik et al. (2023) studied Bitcoin volatility
forecasting, incorporating data from Twitter as well. They constructed deep-learning
models with more than 30 million Bitcoin-related tweets and 15-minute interval price
data. Their findings reveal that metadata about Tweet authors, such as influence and
follower count, better predict market behaviour than Tweet content or simple volume.
Temporal convolutional networks outperform classical models, suggesting that identifying
influential users is key to predicting Bitcoin volatility.

However, potential sentiment indicators can be constructed using not only Google and
Twitter. For instance, Siganos et al. (2014) examine the relationship between investor sen-
timent on Facebook and stock market returns. Critiquing conventional sentiment measures
such as the Michigan Consumer Sentiment survey, they propose using Facebook’s Gross
National Happiness Index (FGNHI) for daily sentiment analysis across twenty international
markets. This method captures daily sentiment fluctuations and provides natural insights
into user sentiment, covering a broader range of countries. Their findings support the
hypothesis that positive sentiment biases stock market returns, aligning with behavioural
finance theories. In general, a wide range of literature has already demonstrated the strong
relationship between various sentiment indices and volatility. We aim to contribute to
the literature by incorporating this relationship into the currently popular models and
emphasising the nonlinear relationship between variance and sentiment indices.

4.3 Data Sources, Computational Resources and Soft-
ware

The data used for the analysis were downloaded exclusively from the Bloomberg
Terminal. Individual stocks in the S&P 500 stock index for March 2024 are used for
the analysis. Individual stocks’ adjusted close price, Twitter publication count, Twitter
positive sentiment count, Twitter negative sentiment count, News publication count, News
positive sentiment, and News negative sentiment count values at a daily frequency from
Bloomberg’s sentiment analysis tool are downloaded. The data used for analysis have
both advantages and disadvantages. The algorithm behind the different sentiment data
calculated by Bloomberg and the dictionary used is not public information. However, as
mentioned in the literature review, the importance of finding an appropriate dictionary
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for accurate sentiment analysis has been emphasised in the literature. On the other hand,
presumably, a wide range of investors use this feature to set alerts and notifications and
most financial institutions have Bloomberg subscriptions. Furthermore, after Twitter
became X, the downloading and analysis of Tweets were prohibited and currently there is
no other open-source alternative for downloading and analysing tweets. Fortunately, this
feature has not been removed from Bloomberg after the company takeover, and subscribers
are still provided with up-to-date sentiment information moreover they can download this
information at different temporal resolutions for up to five years back.

For the computations in this study, we utilise a high-performance computing environ-
ment with an Intel(R) Core(TM) i7-9700K CPU operating at 3.60 GHz, featuring 8 cores
and 8 threads and an NVIDIA GeForce RTX 2070 GPU with 8 GB of dedicated RAM.
The software tools employed include R Studio for different GARCH model training, as
well as Python via the Anaconda distribution and Jupyter Notebook for neural network
model development and model backtesting. During the training of neural networks, we
leverage the TensorFlow package along with the CUDA and cuDNN toolkits to enable
GPU acceleration when available, significantly enhancing the computational efficiency
and reducing the training time of our models. With this configuration, the evaluation of
nonlinear Granger causality for all stocks in the S&P 500 took approximately five days,
whereas the training of the prediction models on the entire dataset took approximately six
days. The nonlinear Granger causality analysis was conducted using the Python package
implemented by Rosol et al. (2024), while the expected loss functions implemented by
Bayer (2019) were also utilised for backtesting the Value-at-Risk estimates obtained from
various models.

4.4 Methodology

4.4.1 Realised Volatility

The realised volatility is employed as the target variable during the training of various
neural network models, as recommended by Kim and Won (2018). The metric in Formula
(4.1), considering 𝑛 observations provides a precise measure of the historical volatility of
an asset’s returns over a specified period.

𝑅𝑉 =

√√√
1

𝑛 − 1

𝑛−1∑︁
𝑖=1
(𝑟𝑖 − 𝑟)2

𝑟𝑖 = ln
(
𝑝𝑖+1
𝑝𝑖

) (4.1)

where 𝑛 is the number of observations, 𝑝𝑖 is the stock price at the end of the 𝑖-th
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interval, 𝑟𝑖 is the log return at the end of the 𝑖-th interval, 𝑅𝑉 is the realised volatility and
𝑟 is the mean of 𝑟𝑖.

4.4.2 Sentiment Indices

One of the pivotal elements in our research is the methodology used to measure media
sentiment. Our empirical analysis indicates that employing different sentiment indices
results in varying outcomes. Among the various approaches we explore to quantify
the negative tone of media, we ultimately adopt the negative sentiment ratio proposed
by Tetlock et al. (2008) and subsequently utilised by Kranefuss and Johnson (2021).
This decision is based on the compelling rationale presented in their arguments and
the significant Granger causalities exhibited by most equities when applying this metric.
Nevertheless, we also take into account the positive tone of media with the measure of
the positive sentiment ratios, which means that we consider including the indices found
in Formulas (4.2) as feature variables. In the analysis, the impact of the negative and
positive sentiment indices is examined separately because although these indicators have
a negative correlation, they cannot be perfectly expressed because of the inclusion of a
nonnegligible amount of neutral sentiments.

Negative Twitter Sentiment Index(𝑡) = −Number of Negative Tweets(𝑡)
Total Number of Tweets(𝑡)

Positive Twitter Sentiment Index(𝑡) = Number of Positive Tweets(𝑡)
Total Number of Tweets(𝑡)

Negative News Sentiment Index(𝑡) = −Number of Negative News(𝑡)
Total Number of News(𝑡)

Positive News Sentiment Index(𝑡) = Number of Positive News(𝑡)
Total Number of News(𝑡)

(4.2)

where, 𝑡 denotes the index of the daily observation period for which the sentiment
indices and the corresponding tweet and news counts are calculated.

4.4.3 Measures of Volatility Prediction Performance

To assess and compare the volatility prediction performance of different models, three
standard measures of prediction errors are employed, the mean squared error (MSE), the
root mean square percentage error (RMSPE) and the mean absolute error (MAE) which
are represented in Formulas (4.3). In the case of RMSPE, a (10%) error indicates that the
root-mean-square relative deviation of the forecasts from the observed values is (10%),
which may be interpreted as a typical relative prediction error of approximately (10%). It
does not imply that every forecast differs by exactly (10%), since the squaring of the errors
gives greater weight to larger deviations.
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MSE =
1
𝑛

𝑛∑︁
𝑖=1
( 𝑦̂𝑖 − 𝑦𝑖)2

RMSPE =

√√
1
𝑛

𝑛∑︁
𝑖=1

(
𝑦𝑖 − 𝑦̂𝑖
𝑦𝑖

)2

MAE =
1
𝑛

𝑛∑︁
𝑖=1
| 𝑦̂𝑖 − 𝑦𝑖 |

(4.3)

where 𝑛 is the number of observations, 𝑦𝑖 is the actual value at observation 𝑖, 𝑦̂𝑖 is the
predicted value of a given model at observation 𝑖.

4.4.4 Granger Causality

Granger causality is used to measure linear causality between returns’ variance and
different sentiment indices. Granger causality determines whether one time series can help
predict another time series. According to Hamilton (2020) in the context of two-time series
𝑌𝑡 and 𝑋𝑡 , Granger causality can be tested using the regression model (4.4). The Granger
causality test involves estimating two models, the first model with only lagged values of
𝑌𝑡 and the other with lagged values of both 𝑌𝑡 and 𝑋𝑡 . The F-statistic is subsequently
computed to evaluate the joint significance of the coefficients of 𝑋𝑡−𝑖 in predicting 𝑌𝑡 ,
grounded in the theoretical framework of Formula (4.5). The null hypothesis (𝐻0) is that
𝛽2𝑖 = 0 for all 𝑖, while the alternative hypothesis (𝐻1) suggests that 𝛽2𝑖 ≠ 0 for at least one
𝑖.

𝑌𝑡 =

𝑝∑︁
𝑖=1

𝛽1𝑖𝑌𝑡−𝑖 +
𝑞∑︁
𝑖=1

𝛽2𝑖𝑋𝑡−𝑖 + 𝜀𝑡 (4.4)

𝐹 =

(
𝑆𝑆𝑅𝑟−𝑆𝑆𝑅𝑢𝑟

𝑚

)(
𝑆𝑆𝑅𝑢𝑟
𝑛−𝑘

) (4.5)

where 𝑌𝑡 is the dependent variable, 𝑋𝑡 is the potential causal variable, 𝜀𝑡 is an error
term, 𝑝 and 𝑞 are the lag orders, 𝑆𝑆𝑅𝑟 is the sum of squared residuals from the restricted
model (where the lagged values of 𝑋 are omitted), 𝑆𝑆𝑅𝑢𝑟 is the sum of squared residuals
from the unrestricted model (where the lagged values of 𝑋 are included), 𝑚 is the number
of restrictions, which is the number of lagged 𝑋 terms, 𝑛 is the number of observations
and 𝑘 is the total number of parameters estimated in the unrestricted model (including
both 𝑌 and 𝑋 lags and a constant term).

In our study, we investigate the unidirectional Granger causality between conditional
variance and sentiment indices based on Formula (4.6). We focused exclusively on

85



unidirectional Granger causality because our primary interest is to determine the predictive
power of different sentiment indices. In this case, the restricted model includes only lagged
values of 𝜀𝑡 , while the unrestricted model incorporates lagged values of both 𝜀𝑡 and various
lagged values of the specific Sentiment Index𝑡 .

Var(𝑟𝑡) = E(𝜀2
𝑡 | H𝑡−1) = 𝛼0 +

𝑝∑︁
𝑖=1

𝛼𝑖𝜀
2
𝑡−𝑖 +

𝑛∑︁
𝑖=1

𝛾𝑖Sentiment Index𝑡−𝑖 + 𝑢𝑡 (4.6)

where 𝑟𝑡 is the log return at time 𝑡, H𝑡−1 denotes the history of the process until time
𝑡, Var(𝑟𝑡) is the conditional variance of 𝑟𝑡 , 𝛼0 is a constant term, 𝜀2

𝑡−𝑖 is the lagged squared
residuals, 𝛼𝑖 are the coefficients of the lagged squared residuals, Sentiment Index𝑡−𝑖 is
the specific lagged sentiment index with their respective 𝛾𝑖 coefficient and 𝑢𝑡 denotes the
normally distributed residuals term with zero expected value.

Furthermore, we tested the predictive power of sentiment indices using the nonlinear
Granger causality approach proposed by Rosol et al. (2022). The authors introduce
a Python package that measures nonlinear causality with the help of different neural
networks. In this case, the unrestricted model is estimated based on a given neural
network model represented by Formula (4.7). The restricted model is estimated as the
same neural network without the lagged values of the specific Sentiment Index𝑡 . To
evaluate the significance of causality instead of the F-test, the researchers suggest the
Wilcoxon signed-rank test in Formula (4.8). The null hypothesis (𝐻0) of the statistical
test is that the median absolute error for a model based on past values of 𝑋 is equal to or
smaller than that for a model based on past values of 𝑋 and 𝑌 . The alternative hypothesis
(𝐻1) is that the model based on past values of both the 𝑋 and 𝑌 time series has a smaller
median absolute error than does the model based only on past values of 𝑋 .

Var(𝑟𝑡) = 𝑓 (𝜀2
𝑡−1, 𝜀

2
𝑡−2, . . . , 𝜀

2
𝑡−𝑝,

Sentiment Index𝑡−1, Sentiment Index𝑡−2, . . . , Sentiment Index𝑡−𝑞; 𝜃)
(4.7)

𝑑𝑖 = 𝑥𝑖1 − 𝑥𝑖2
𝑊+ =

∑︁
𝑑𝑖>0

𝑅( |𝑑𝑖 |)

𝑊− =
∑︁
𝑑𝑖<0

𝑅( |𝑑𝑖 |)

𝑊 = min(𝑊+,𝑊−)

(4.8)

where 𝑓 is a specific neural network with a 𝜃 vector of hyperparameters, Var(𝑟𝑡)
is the conditional variance of the 𝑟𝑡 log return, 𝜀2

𝑡−𝑖 is the lagged squared residual,
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Sentiment Index𝑡−𝑖 is the lagged sentiment index, 𝑝 and 𝑞 are the number of lags of 𝜀𝑡 and
Sentiment Index𝑡 respectively, 𝑥𝑖 are the individual observations of the two samples, and
𝑅( |𝑑𝑖 |) is the rank of the absolute difference |𝑑𝑖 |.

4.4.5 Generalized AutoRegressive Conditional Heteroskedasticity
Model (GARCH)

The first pioneering work on volatility forecasting methods was the Autoregressive
Conditional Heteroscedasticity (ARCH) model introduced by Engle (1982). The variance
and constant mean formulas for the 𝑝-th-order ARCH(𝑝) model are given by Formula
(4.9). This model provides a framework for estimating the variance of the error term
that is conditional on past information, which is an important aspect of accommodating
heteroscedastic behaviour in time series data. The parameter 𝑝 represents the number of
lagged squared error terms included in the model.

𝑟𝑡 = 𝜇 + 𝜎𝑢𝑡
𝜎2 = 𝛼0 + 𝛼1𝜖

2
𝑡−1 + 𝛼2𝜖

2
𝑡−2 + · · · + 𝛼𝑝𝜖

2
𝑡−𝑝

(4.9)

where 𝑟𝑡 is the log return at time 𝑡, 𝜇 is a constant mean, 𝜎2 is the conditional variance,
𝛼0 is a constant term (and is positive), 𝛼1, . . ., 𝛼𝑝 are coefficients to be estimated (which
are nonnegative) and 𝑢𝑡 and 𝜖𝑡 are the error terms that follow a normal distribution with
mean zero.

The general extension of the ARCH model was introduced by Bollerslev (1986), who
extended the model to incorporate not only past squared errors (which represent past
variances) but also past conditional variances. This allows for a more flexible lag structure
and can better account for volatility clustering in financial time series. The representation
of the conditional variance and constant mean formulas of a GARCH(𝑝, 𝑞) model is given
by Formula (4.10). The parameters 𝑝 and 𝑞 determine the order of the model, which
represents the number of lagged variance terms 𝑝 and the number of lagged squared error
terms 𝑞 included in the model.

𝑟𝑡 = 𝜇 + 𝜎𝑢𝑡

𝜎2 = 𝛼0 +
𝑞∑︁
𝑖=1

𝛼𝑖𝜀
2
𝑡−𝑖 +

𝑝∑︁
𝑖=1

𝛽𝑖𝜎
2
𝑡−𝑖

(4.10)

where 𝑟𝑡 is the log return at time 𝑡, 𝜇 is a constant mean, 𝜎2 is the conditional
variance at time 𝑡, 𝛼0 is a constant term (and is positive), 𝜀2

𝑡−𝑖 are the past squared errors,
𝛼𝑖 are the coefficients for the past squared errors (which are nonnegative), 𝜎2

𝑡−𝑖 are past
conditional variances, and 𝛽𝑖 are the coefficients for the past conditional variances (which

87



are nonnegative).

4.4.6 Sentiment Augmented GARCH Model

Engle and Ng (1993) provide a comprehensive examination of how new information
is incorporated into volatility estimates, using daily return data from Tokyo Stock Price
Index. They introduce the news impact curve to depict the relationship between unexpected
returns and resulting predicted volatility, revealing the asymmetric effects of positive and
negative news on volatility levels, this phenomenon is often referred to as the leverage
effect. Although models such as the Exponential GARCH (EGARCH) model capture
much of this asymmetry, they may overestimate the variability of conditional variance,
indicating a potential overreaction to past return shocks. Extending GARCH models to
include asymmetries caused by new information is crucial.

Based on the findings of previous literature and the asymmetric nature of new in-
formation’s impact on volatility, we propose an extended GARCH model incorporating
sentiment indices derived from both traditional and social media sources. The extended
model is represented by Formula (4.11), in which the number of lags associated with the
sentiment indices is selected by the Schwarz information criterion. We fit the proposed
GARCH model using a hybrid optimisation technique, which enhances robustness and
accuracy by sequentially employing multiple solvers.

𝑟𝑡 = 𝜇 + 𝜎𝑢𝑡

𝜎2 = 𝛼0 +
𝑞∑︁
𝑖=1

𝛼𝑖𝜀
2
𝑡−𝑖 +

𝑝∑︁
𝑖=1

𝛽𝑖𝜎
2
𝑡−𝑖 +

𝑟1∑︁
𝑖=1

𝛾𝑖Twitter neg𝑡−𝑖

+
𝑟2∑︁
𝑖=1

𝛿𝑖Twitter pos𝑡−𝑖 +
𝑟3∑︁
𝑖=1

𝜅𝑖News neg𝑡−𝑖 +
𝑟4∑︁
𝑖=1

𝜆𝑖News pos𝑡−𝑖

(4.11)

where 𝑟𝑡 is a log return, 𝜇 is a constant mean, 𝜎2 is the conditional variance, 𝛼0

is a constant term, 𝜀2
𝑡−𝑖 are the past squared errors, 𝛼𝑖 are the coefficients for the past

squared errors, 𝜎2
𝑡−𝑖 are past conditional variances and 𝛽𝑖 are the coefficients for the

past conditional variances. The additional terms are as follows: Twitter neg𝑡−𝑖 (negative
Twitter sentiment index at time 𝑡 − 𝑖), Twitter pos𝑡−𝑖 (positive Twitter sentiment index at
time 𝑡 − 𝑖), News neg𝑡−𝑖 (negative News sentiment index at time 𝑡 − 𝑖), and News pos𝑡−𝑖
(positive News sentiment index at time 𝑡 − 𝑖), whose coefficients are 𝛾𝑖, 𝛿𝑖, 𝜅𝑖, and 𝜆𝑖
respectively.
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4.4.7 Multilayer Perceptron

To evaluate nonlinear Granger causality as described in Formula (4.7), from among
several neural network models, we use the multilayer perceptron neural network, which
is preferred by Rosol et al. (2022). According to Rumelhart et al. (1986) a multilayer
perceptron (MLP) is a class of feedforward artificial neural networks that consists of
multiple layers of nodes, which are typically interconnected in a feedforward way. Each
node in the network, often called a neuron, is a computational unit that takes input from
the previous layer, applies a transformation, and provides output to the next layer. The key
components of an MLP include the input layer, hidden layers, and the output layer. The
input 𝑥𝑖 to the 𝑖-th neuron is a weighted sum of outputs from neurons in the previous layer,
as shown in Formula (4.12). The output 𝑦𝑖 of the 𝑖-th neuron is determined by applying
a linear or nonlinear activation function 𝑓 to the input 𝑥𝑖, as shown in Formula (4.13).
Common choices for 𝑓 include the sigmoid function, hyperbolic tangent function (tanh)
or rectified linear unit function (ReLU). The error (𝐸) in the output is often computed
using a cost function and a few examples are shown in Formula (4.3). To update the
weights, backpropagation is used which involves computing the derivative of the error
cost function with respect to each 𝑤 weight using the chain rule shown in the Formula
(4.14) and updating the weights according to Formula (4.15), where 𝜂 is a learning rate
parameter. Adaptive Moment Estimation (ADAM) is an optimisation algorithm that we use
during neural network training, that provides an adaptive learning rate for each parameter.
It leverages the first and second moments of the gradients to dynamically adjust the
learning rate, resulting in faster convergence and improved performance on large datasets
or models with many parameters (Kingma and Ba, 2015). Figure 4.1 shows an example of
a schematic of a multilayer perceptron architecture with 4 𝑥 feature variables, one hidden
layer with 3 𝑛 neurons and an output layer with one neuron. Every neuron’s input in Figure
4.1 is the 𝑤𝑖-weighted sum of the previous units, and its output is the value of the sum
evaluated by a specific activation function.

𝑥𝑖 =
∑︁
𝑗

𝑤𝑖 𝑗 𝑦 𝑗 + 𝑏𝑖 (4.12)

𝑦𝑖 = 𝑓 (𝑥𝑖) = 𝑓

(∑︁
𝑗

𝑤𝑖 𝑗 𝑦 𝑗 + 𝑏𝑖

)
(4.13)

𝜕𝐸

𝜕𝑤𝑖 𝑗
=
𝜕𝐸

𝜕𝑦𝑖
· 𝜕𝑦𝑖
𝜕𝑥𝑖
· 𝜕𝑥𝑖
𝜕𝑤𝑖 𝑗

=
𝜕𝐸

𝜕𝑦𝑖
· 𝜕𝑦𝑖
𝜕𝑥𝑖
· 𝑦 𝑗 (4.14)

𝑤𝑖 𝑗 (𝑡 + 1) = 𝑤𝑖 𝑗 (𝑡) − 𝜂 ·
𝜕𝐸

𝜕𝑤𝑖 𝑗 (𝑡)
(4.15)

where 𝑤𝑖 𝑗 represents the weight from the 𝑗-th neuron in the previous layer to the 𝑖-th
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Figure 4.1: The schematic architecture of an arbitrary neural network with 4 inputs, one
hidden layer with 3 neurons and an output layer with 1 neuron.

neuron in the current layer, 𝑦 𝑗 is the output from the 𝑗-th neuron in the previous layer, 𝑏𝑖
is the bias term for the 𝑖-th neuron, 𝑓 is a linear or nonlinear activation function, 𝐸 is the
cost function and 𝜂 is a learning rate parameter.

When applying neural networks, one of the most important considerations is the issue
of overfitting. Overfitting occurs when a model learns the training data too precisely,
including noise and random fluctuations, mistaking them for genuine patterns. This
typically leads to poor generalisation to new, unseen data which is a possible consequence
of poor predictive power. One of the possible solutions is proposed by Srivastava et al.
(2014), a technique known as dropout, which involves randomly removing units from
the neural network during training. This approach prevents the coadaptation of features
and compels the network to learn more robust and generalisable features. Another useful
technique was presented by Morgan and Bourlard (1989), who proposed stopping the
training process before the network has fully converged to the minimum training loss,
based on the performance on a validation set. The training is halted when the network’s
error on the validation set starts to increase, indicating that the model is beginning to
overfit the training data, rather than learning general patterns. The benefit of so-called
early stopping is that it helps to maintain a good generalisation performance of the neural
network on new, unseen data. By observing the network’s performance on an independent
test set and stopping the training at the right time, one can reduce the sensitivity to the
choice of network size and the amount of training, thus helping to avoid the waste of
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computational resources and potentially achieving more robust performance.

4.4.8 Long Short-Term Memory (LSTM)

Rather than combining GARCH models with a simple multilayer perceptron approach,
it is advisable to use methods that account for the memory of conditional volatility.
According to the literature, a more effective combination involves the Long Short-Term
Memory (LSTM) recurrent network family (Hu et al., 2020, Kim and Won, 2018, Kakade
et al., 2022, Garcı́a-Medina and Aguayo-Moreno, 2024, Lu et al., 2016). Recurrent neural
networks (RNN) are a type of neural network architecture that is particularly well-suited
for processing sequences of data such as time series. The key feature of RNNs is that they
have connections that loop back on themselves, allowing them to maintain information
about previous inputs within their hidden state. This makes them powerful for tasks
where context from earlier in the sequence is important for making predictions. LSTM
is a specialised form of RNN proposed by Hochreiter and Schmidhuber (1997) and is
designed to overcome the limitations of traditional RNNs, particularly the difficulty in
learning dependencies between events that occur at vastly different points in time. It
achieves this through the use of a complex cell structure that includes multiple gates
controlling the flow of information. The formal form of one LSTM cell is represented in
Formulas (4.16) and a visual representation of the formulas can be found in the schematic
Figure 4.2. Each formula corresponds to one step in the operation of the LSTM cell at a
given time step 𝑡.

𝜎(𝑧) = 1
1 + e−𝑧

, 𝑧 ∈ R,

𝑓𝑡 = 𝜎(𝑊 𝑓 · [ℎ𝑡−1, 𝑥𝑡] + 𝑏 𝑓 ),
𝑖𝑡 = 𝜎(𝑊𝑖 · [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑖),
𝑜𝑡 = 𝜎(𝑊𝑜 · [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑜),

𝐶̃𝑡 = tanh(𝑊𝐶 · [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝐶),
𝐶𝑡 = 𝑓𝑡 ∗ 𝐶𝑡−1 + 𝑖𝑡 ∗ 𝐶̃𝑡 ,
ℎ𝑡 = 𝑜𝑡 ∗ tanh(𝐶𝑡).

(4.16)

where 𝑓𝑡 is the forget gate activation vector, 𝑖𝑡 is the input/update gate activation vector,
𝑜𝑡 is the output gate activation vector, 𝐶̃𝑡 is the cell input activation vector, 𝐶𝑡 is the cell
state vector, ℎ𝑡 is the hidden state vector/output vector of the LSTM unit, 𝜎 denotes the
sigmoid activation function, tanh is the hyperbolic tangent function, 𝑊 are the weight
matrices for each of the gates, 𝑏 are the bias terms for each of the gates and [ℎ𝑡−1, 𝑥𝑡]
indicates the concatenation of the previous hidden state and the current input. The ∗
operation represents the Hadamard product.
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Figure 4.2: The schematic architecture of one LSTM cell.

Schuster and Paliwal (1997) advanced the LSTM cell-based neural networks, enhanc-
ing their performance on sequence prediction problems. In a standard LSTM network,
information flows in a single direction through the sequence from past to future. However,
in situations where the full context of the sequence is required to achieve the most accurate
predictions, Bidirectional long short-term memory (BiLSTM) is especially advantageous.
One BiLSTM layer consists of two LSTMs, one processes the sequence from start to end,
while the other processes it from end to start. This setup allows the network to have both
past and future context at each point in the sequence, potentially capturing patterns that
may be missed by unidirectional LSTM models. Kakade et al. (2022) and Hu et al. (2020)
demonstrated the superiority of GARCH-based BiLSTM models over traditional models,
for this reason in our model, we also consider a BiLSTM layer.

An important limitation of the neural-network specifications considered in this chapter
is their restricted structural interpretability and, consequently, their partly black-box char-
acter. Although LSTM and BiLSTM models can capture complex nonlinear dependencies
and provide strong out-of-sample forecasts, their fitted parameters do not generally yield
a transparent economic representation of how the forecast variable depends on individ-
ual inputs. Model-based sensitivities or feature-attribution measures may describe how
a fitted predictor responds to its inputs, but without additional identifying assumptions
they should not be interpreted as structural marginal effects or causal economic relation-
ships. Accordingly, the methodology developed in this chapter is intended primarily for
forecasting volatility and Value-at-Risk rather than for identifying or explaining the under-
lying economic mechanisms (Shmueli, 2010). Although explainable artificial intelligence
(XAI) has emerged as a distinct research field aimed at improving the interpretability
of machine-learning models, its application to financial-volatility forecasting remains an
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important area for further investigation.

One promising direction in explainable artificial intelligence is represented by Kol-
mogorov - Arnold networks (KANs), whose learnable univariate functions can facilitate
visual inspection and, in suitable cases, symbolic representation of fitted nonlinear re-
lationships. Their application to interpretable financial-volatility forecasting has already
been examined in the context of VIX prediction by Cho et al. (2025). Another, partic-
ularly novel direction is to adapt the cooperative-game-theoretic Harsányi performance-
attribution framework introduced by Acerbi et al. (2026). In such an adaptation, eco-
nomically meaningful input groups or modelling choices could serve as decision makers,
their reference settings as benchmark actions, and an out-of-sample forecast score as the
general return function. The resulting coalition attributions could decompose the model’s
excess predictive performance relative to the benchmark into individual contributions and
interaction effects, thereby improving interpretability without constituting evidence of
structural causality.

4.4.9 Value-at-Risk Estimation

Value-at-Risk (VaR) defines the potential loss in value of a portfolio over a period
of time, given normal market conditions with a given confidence interval. According to
the definition VaR can be expressed as Formula (4.17) (Duffie and Pan, 1997). If we
assume that higher-order moments do not play a role and the distribution of returns can be
considered normal, then Value-at-Risk can be estimated using the delta-normal method as
shown in Formula (4.18).

VaR𝛼 = 𝐹−1(1 − 𝛼) (4.17)

VaR𝛼 = 𝑍𝛼 · 𝜎 ·
√
Δ𝑡 (4.18)

where VaR𝛼 represents the Value-at-Risk at the 𝛼 confidence level, 𝐹−1 is the inverse
cumulative distribution function, 𝑍𝛼 is the quantile of the standard normal distribution
corresponding to the 𝛼 confidence level, 𝜎 is the volatility of the returns and Δ𝑡 is the
given time horizon.

4.4.10 Value-at-Risk Backtesting

One type of Value-at-Risk statistical test is the unconditional coverage test, we ex-
clusively focus on the Kupiec test which is commonly used to assess the adequacy of a
Value-at-Risk (VaR) model. It compares the actual number of exceedances of the VaR
against the expected number under the assumed distribution. The likelihood ratio test is
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used to compare the goodness-of-fit of two nested models for estimating the proportion
of failure (POF) in a binary outcome scenario (0 for success, 1 for failure). The test
statistic supposes that two models are available for estimating the proportion of failure,
the null model 𝑀0 and the alternative model 𝑀1. In the null model 𝑀0, where we assume
a fixed proportion of failure, represented by 𝜋0, the corresponding likelihood function
is given by Formula (4.19). In the case of the alternative model 𝑀1, we estimate the
proportion of failure as a parameter, denoted by 𝜋1, whose likelihood function is given
by Formula (4.20). The likelihood ratio test statistic compares the two models according
to Formula (4.21). Under certain regularity conditions, the likelihood ratio test statistic
𝐿𝑅𝑃𝑂𝐹 asymptotically follows a chi-squared distribution with one degree of freedom.
According to the null hypothesis (𝐻0) the proportion of failure is equal to 𝜋0, while the
alternative hypothesis (𝐻1) suggests that the proportion of failure is different from 𝜋0.

L(𝑀0) =
𝑛∏
𝑖=1
(𝜋0)𝑦𝑖 (1 − 𝜋0)1−𝑦𝑖 (4.19)

L(𝑀1) =
𝑛∏
𝑖=1
(𝜋1)𝑦𝑖 (1 − 𝜋1)1−𝑦𝑖 (4.20)

𝐿𝑅𝑃𝑂𝐹 = −2 ln
(
L(𝑀0)
L(𝑀1)

)
(4.21)

where 𝑦𝑖 is the binary outcome for observation 𝑖 (0 for success, 1 for failure), 𝜋0

represents the proportion of failures in the 𝑀0 model, 𝜋1 represents the proportion of
failures in the 𝑀1 model and 𝑛 is the total number of observations.

Another type of Value-at-Risk test is the independence test, in this case, we focus
on the Christoffersen and Pelletier (2004) duration test which examines the time between
the 𝑖-th and (𝑖 − 1)-th violations. The correctly specified Value-at-Risk model would
imply independently and identically distributed durations. The durations under the null
hypothesis should follow an exponential distribution with the probability density function
expressed by Formula (4.22) and a constant hazard function. To test the independence of
these durations, we can compare the observed distribution against a Weibull distribution
as described by Formula (4.23). The null hypothesis (𝐻0) of the statistical test is that
𝑏 = 1, therefore the durations are memoryless. The alternative hypothesis (𝐻1) is that
(𝑏 ≠ 1), implies that durations are not memoryless.

𝑓exp(𝐷) = 𝑝𝑒−𝑝𝐷 (4.22)

𝑓𝑊 (𝐷) = 𝑎𝑏𝑏𝐷𝑏−1 exp
(
−𝑏𝐷𝑏

)
(4.23)
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where 𝐷𝑖 = 𝑡𝑖 − 𝑡𝑖−1 is the duration, in which 𝑡𝑖 is the time of the 𝑖-th violation, 𝑝 is the
rate parameter of the exponential distribution and 𝑎, 𝑏 are the scale and shape parameters
of the Weibull distribution respectively.

According to Campbell (2005) an accurate VaR measure must satisfy both the inde-
pendence and unconditional coverage properties. Tests that simultaneously evaluate these
properties are capable of identifying deficiencies in Value-at-Risk measures. Kupiec’s
unconditional coverage test and Christoffersen and Pelletier’s duration test can be com-
bined into one statistical test expressed by Formula (4.24). The combined likelihood ratio
statistic follows a chi-squared distribution with 2 degrees of freedom.

𝐿𝑅Joint = 𝐿𝑅POF + 𝐿𝑅Duration (4.24)

where 𝐿𝑅POF is the likelihood ratio statistic for Kupiec’s Proportion of Failures test and
𝐿𝑅duration is the likelihood ratio statistic for Christoffersen and Pelletier’s duration-based
test.

Value-at-Risk is usually also tested by different loss functions. These functions inher-
ently adopt a negative orientation, attributing higher values to instances of model failure,
thus penalising inaccurate predictions more severely. The VaR model that yields the min-
imal loss value is deemed superior, as it demonstrates a greater efficacy in managing and
mitigating risk. This evaluative process ensures that the chosen model aligns closely with
the risk preferences and operational objectives of the risk managers. Lopez et al. (1999)
formalised loss functions and proposed a quadratic loss function known as the magnitude
loss function. Lopez’s binomial loss is presented in the Formula (4.25) and the quadratic
loss function can be expressed as an expected value of the 𝐶𝑚,𝑡 cost function.

𝐶𝑚,𝑡+1 =


1 +

(
𝑟𝑡+1 − VaR𝑚,𝑡+1

)2 if 𝑟𝑡+1 < VaR𝑚,𝑡+1

0 if 𝑟𝑡+1 ≥ VaR𝑚,𝑡+1
(4.25)

where 𝐶𝑚,𝑡+1 is the cost function for model 𝑚 at time 𝑡 + 1, 𝑟𝑡+1 is the actual return at
time 𝑡 + 1 and VaR𝑚,𝑡+1 is the predicted value of Value-at-Risk for model 𝑚 at time 𝑡 + 1.

According to Sarma et al. (2003), the loss function of a firm is designed to capture
the economic costs associated with the failures of a Value-at-Risk (VaR) model from a
firm’s perspective. This includes not only direct losses when the actual portfolio returns
fall below the VaR threshold but also the opportunity cost of holding excessive capital.
The function emphasises the trade-off between safety and capital efficiency, penalising
both model failures and excessive capital allocation. The binomial loss of the firms can be
expressed by Formula (4.26) and the firm loss is an expected value of the 𝑙𝑡 loss functions.
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𝑙𝑡+1 =


(𝑟𝑡+1 − VaR𝑡+1)2 if 𝑟𝑡+1 < VaR𝑡+1

−𝛼VaR𝑡+1 otherwise
(4.26)

where 𝑙𝑡+1 is the loss at time 𝑡 + 1, 𝑟𝑡+1 is the actual return at time 𝑡 + 1, VaR𝑡+1 is the
predicted Value-at-Risk at time 𝑡 + 1 and 𝛼 is the opportunity cost of capital.

According to González-Rivera et al. (2004), the smoothed Value-at-Risk (VaR) loss
function provides an advanced method for evaluating VaR models. Unlike traditional
nondifferentiable loss functions, it offers a smooth approximation that facilitates optimi-
sation and statistical inference. In Formula (4.27) the smooth approximation function
𝑚𝛿 (𝑎, 𝑏) makes the loss function differentiable, which is crucial for the application of
gradient-based optimisation techniques.

𝑄 = 𝑃−1
𝑇∑︁
𝑡=𝑅

(
𝛼 − 𝑚𝛿 (𝑟𝑡+1,VaR𝛼𝑡+1)

)
(𝑟𝑡+1 − VaR𝛼𝑡+1)

𝑚𝛿 (𝑎, 𝑏) = [1 + exp{𝛿(𝑎 − 𝑏)}]−1

(4.27)

where 𝛼 is the quantile level for the Value-at-Risk (VaR) calculation, 𝑟𝑡+1 is the actual
return or value at time 𝑡 + 1, VaR𝛼

𝑡+1 is the predicted Value-at-Risk at time 𝑡 + 1 for the
given quantile level 𝛼, 𝑃 is the prediction period, 𝑅 is the estimation period, 𝑇 is the total
number of periods and 𝛿 is the smoothness parameter for the function 𝑚𝛿 (𝑎, 𝑏), which
controls the approximation of the indicator function.

4.5 Predictive Power of Sentiment Indices

In this section, we utilise both linear and nonlinear Granger causality statistical tests
at different significance levels to assess the predictive power of various sentiment indices
on the variance of firms listed on the S&P 500. It is essential to note that the focus here
is on predictive power rather than strict causality, highlighting the capability of sentiment
indices to forecast future stock variances based on historical observations. To ensure the
robustness of our findings, we leverage the entire available period of historical data (5
years) for each firm in the S&P 500.

4.5.1 Linear Granger Causality

In the context of assessing the predictive power of different sentiment indices on
stocks, we begin by ensuring that both the firm’s variance and the related sentiment index
are stationary. This is a critical step as nonstationary data can lead to spurious results in
Granger causality tests. To determine stationarity, we utilise the Augmented Dickey-Fuller
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(ADF) test (Hamilton, 2020). In Table 4.1 we present the results of the ADF tests, which
indicate the proportion of companies in the S&P 500 whose variance and standardised
sentiment indices are together stationary at the 5% significance level.

Table 4.1: The proportion of companies in the S&P 500 whose variance and standardised
sentiment indices are together stationary at the 5% significance level

Sentiment Index Propotion of Stocks

Negative Twitter Sentiment Index 91%
Positive Twitter Sentiment Index 90%
Negative News Sentiment Index 66%
Positive News Sentiment Index 92%

The linear Granger causality test is conducted only in cases where both the variance
and the given standardised sentiment index indicators are stationary at the 5% significance
level. The statistical tests are performed between the variance and the different standardised
sentiment indices with lags ranging from 1 to 10. The proportions of companies for which
the linear Granger causality between different sentiment indices and variance is significant
at different levels are presented in Tables 4.2 4.3 4.4. The linear Granger causality
tests reveal significantly better results in terms of the relationship between the variance
of stock returns and the negative Twitter sentiment index than other sentiment indices.
These results for negative tone align with those of Tetlock et al. (2008), highlighting the
predictive power of negative sentiments for volatility and variance. The analysis reveals
that the variance of more than one-third of the firms in the S&P 500 can be effectively
predicted at the 10% significance level using the standardised negative Twitter sentiment
index from the preceding period. However, following the first lag, this proportion begins
to rapidly decrease and the proportion of the preceding period at 1% significance is only
10%. Nonetheless, the proportion of significant results at the 5% and 10% significance
levels caused by negative Twitter sentiment remains surprisingly high, even at the 10th lag.
The proportion of significant results observed with other sentiment indices is considered
notable only at the 10% significance level.

97



Table 4.2: Proportions of observed companies for which the linear Granger causality
between sentiment indices and variance are significant at the 1% significance level across
different lags.

Lag Negative Twitter Positive Twitter Negative News Positive News
Sentiment Index Sentiment Index Sentiment Index Sentiment Index

1 9% 3% 2% 1%
2 10% 3% 2% 2%
3 10% 3% 2% 1%
4 10% 4% 3% 1%
5 7% 4% 2% 1%
6 7% 4% 3% 2%
7 7% 4% 4% 3%
8 8% 3% 3% 3%
9 7% 3% 4% 3%
10 6% 3% 4% 3%

Table 4.3: Proportions of observed companies for which the linear Granger causality
between sentiment indices and variance are significant at the 5% significance level across
different lags.

Lag Negative Twitter Positive Twitter Negative News Positive News
Sentiment Index Sentiment Index Sentiment Index Sentiment Index

1 27% 9% 6% 6%
2 21% 10% 5% 5%
3 20% 8% 6% 3%
4 18% 9% 5% 3%
5 17% 8% 6% 3%
6 16% 6% 7% 3%
7 15% 6% 7% 4%
8 16% 5% 6% 4%
9 15% 5% 5% 3%
10 14% 6% 5% 4%
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Table 4.4: Proportions of observed companies for which the linear Granger causality
between sentiment indices and variance are significant at the 10% significance level
across different lags.

Lag Negative Twitter Positive Twitter Negative News Positive News
Sentiment Index Sentiment Index Sentiment Index Sentiment Index

1 35% 16% 11% 13%
2 30% 14% 8% 9%
3 26% 13% 8% 7%
4 24% 12% 8% 6%
5 24% 11% 8% 5%
6 21% 10% 8% 5%
7 20% 8% 7% 5%
8 20% 8% 7% 5%
9 20% 8% 8% 5%
10 21% 8% 8% 5%

4.5.2 Nonlinear Granger Causality

To determine whether there is a nonlinear relationship between the variance and
different sentiment indices, we evaluate the nonlinear Granger causality approach proposed
by Rosol et al. (2022). The restricted and unrestricted models of the statistical test are
specified as described in Formula (4.7), where following the authors’ recommendation, we
utilise a multilayer perceptron to approximate the nonlinear function. The specifications of
the multilayer perceptron and the training process are summarised in Table 4.5. To achieve
the best results, the training is conducted using multiple learning rates. Furthermore, the
training process is repeated five times with different initial weights in each case. The
model that achieves the smallest Residual Sum of Squares (RSS) on the validation set,
utilising the corresponding trained weights, is employed to make predictions on the test
set.

Table 4.5: Multilayer Perceptron’s Hyperparameters of Non-linear Granger Causality Test
Parameters Value

Number of Hidden Layers 2
Number of Neurons at Each Layer 100
Activation Functions at Each Layer Rectified Linear Unit (ReLU)
Epochs 30
Learning Rates 0.0001, 0.00001
Batch Size 32
Dropout Rate after Every Hidden Layer 5%
Validation Ratio 20%
Test Ratio 30%
Loss Function MSE

99



To investigate the nonlinear relationship between variance and various sentiment in-
dices, we consider the lags of these sentiment indices from 1 to 10. The proportions of
companies for which the nonlinear Granger causality between various sentiment indices
and variance is significant at the 1%, 5%, and 10% significance levels are presented in
Tables 4.6, 4.7, and 4.8. The results indicate that, at all conventional significance levels
(1%, 5%, and 10%), the variance of a larger proportion of the examined companies can
be predicted by the given sentiment index compared to the result of linear Granger causal-
ity. The hierarchical structure of the significant causality proportions between different
sentiment indices remains consistent. Specifically, at every significance level the highest
proportion of significant Granger causality is observed between the negative Twitter sen-
timent index and the variance. This is followed by the proportions of the positive Twitter
sentiment index, negative News sentiment index, and finally the positive News sentiment
index. Lowering the significance level only slightly reduces the proportion of significant
results and at a given significance level increasing the number of lags noticeably reduces
the proportion of significant results. The first lag of the given Twitter sentiment indices
offers predictive insights of variances for more than three-quarters of the observed com-
panies. In contrast, the first lag of the News sentiment indices provides useful information
for predicting the variance in less than half of the companies examined. However, this
proportion remains significant, indicating that for nearly half of the companies, news senti-
ment indices can offer valuable predictive insights. Therefore, despite being less effective
than Twitter sentiment indices, the predictive power of news sentiment indices should not
be neglected. A similar phenomenon is observed when considering the last examined lag.
In this case, the Twitter sentiment indices exhibit significant predictive power for more
than half of the companies studied. In contrast, the corresponding predictive capability of
the News sentiment indices becomes negligible. These results suggest that in a nonlinear
model, indices calculated from Twitter sentiment contain significantly more information
for predicting stock variance than indices derived from news sentiment.

4.6 Performance Evaluation and Backtesting of Predic-
tive Models

In this chapter, we present the hyperparameters of our predictive models and the con-
figuration used for training and backtesting. Additionally, we present the key observations
on randomly selected stocks, followed by a comprehensive presentation of the results for
all stocks in the S&P 500 index.
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Table 4.6: Proportions of observed companies for which the nonlinear Granger causality
between sentiment indices and variance are significant at the 1% significance level across
different lags.

Lag Negative Twitter Positive Twitter Negative News Positive News
Sentiment Index Sentiment Index Sentiment Index Sentiment Index

1 81% 79% 32% 28%
2 78% 76% 32% 24%
3 74% 72% 26% 26%
4 69% 68% 20% 18%
5 69% 64% 19% 18%
6 65% 61% 14% 15%
7 64% 59% 12% 13%
8 60% 58% 9% 9%
9 58% 55% 9% 12%
10 54% 54% 9% 8%

Table 4.7: Proportions of observed companies for which the nonlinear Granger causality
between sentiment indices and variance are significant at the 5% significance level across
different lags.

Lag Negative Twitter Positive Twitter Negative News Positive News
Sentiment Index Sentiment Index Sentiment Index Sentiment Index

1 83% 81% 39% 37%
2 79% 79% 37% 31%
3 78% 75% 32% 31%
4 72% 74% 26% 26%
5 73% 68% 23% 23%
6 70% 65% 19% 20%
7 68% 64% 18% 18%
8 67% 62% 15% 15%
9 64% 58% 14% 16%
10 62% 59% 13% 11%

4.6.1 Hyperparameters of Neural Networks

We use the one-day ahead expanding rolling window technique to forecast 1-day
Value-at-Risk values at the 2.5% significance level using four models. The first model is
the traditional GARCH(1,1) model presented in Formula (4.10), referred to as 𝐺𝐴𝑅𝐶𝐻.
The second model is an extended GARCH model presented in Formula (4.11), referred
to as 𝐺𝐴𝑅𝐶𝐻 𝑋 . The third and fourth models are LSTM neural network models, both
of which are based on GARCH(1,1) forecasts. These models differ solely in their input
variables. We refer to the first neural network model as the 𝑁𝑁 model which consists solely
of contemporaneous and lagged volatility forecasts from the GARCH(1,1) model. The
second neural network model is referred to as the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model, whose
input is augmented with different lagged sentiment index values. The look-back period of
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Table 4.8: Proportions of observed companies for which the nonlinear Granger causality
between sentiment indices and variance are significant at the 10% significance level across
different lags.

Lag Negative Twitter Positive Twitter Negative News Positive News
Sentiment Index Sentiment Index Sentiment Index Sentiment Index

1 84% 83% 42% 41%
2 81% 79% 40% 35%
3 78% 77% 36% 33%
4 74% 76% 30% 31%
5 75% 72% 26% 27%
6 73% 67% 23% 24%
7 69% 66% 22% 23%
8 67% 64% 19% 18%
9 67% 61% 18% 20%
10 65% 63% 16% 15%

both models is one month (21 trading days). The target variable in both cases is the realised
volatility computed from 10 days. First, we train the GARCH(1,1) model exclusively on
the first three months (63 trading days) of the entire 5-year time series. Second, the LSTM
neural networks are trained on 70% of the remaining data. The training is repeated three
times with different initial weights in each case. The best model is selected based on the
lowest RMSPE on the validation set, which comprises 30% of the training set. Finally, we
backtest the predictive capabilities of the different models on the test dataset, which is the
commonly applied 30% of the observed dataset (almost one and a half trading years, 357
trading days). According to Campbell (2005), the minimum period examined during the
backtest is one year because the possibility that no violations occur during a short period
such as one year is not trivial. Both of the neural networks’ first hidden layers are BiLSTM
layers, followed by three LSTM hidden layers. During hyperparameter tuning, we observe
that the application of multiple BiLSTM layers negatively impacts the performance of
both models. The selected hyperparameters of the two models are presented in Table 4.9.
To avoid overfitting, we employ minibatch training, dropout between the hidden layers,
and early stopping.

4.6.2 Results on Randomly Selected Stocks

The following analysis illustrates the performance differences among various models
using three randomly selected stocks characterised by high volatility and intermittency.
The selected stocks are Alphabet Inc. (GOOG), International Business Machines Cor-
poration (IBM) and Tesla Inc. (TSLA). The results of the Value-at-Risk (VaR) at the
2.5% significance level forecasted by different models over the test period are visually
presented in Figures 4.3 4.4 4.5. The forecasts generated by the𝐺𝐴𝑅𝐶𝐻 and𝐺𝐴𝑅𝐶𝐻 𝑋
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Table 4.9: The hyperparameters of neural networks for volatility forecasting
Parameter Value

Hidden layers BiLSTM, LSTM, LSTM, LSTM
Number of LSTM cells in hidden layers 128, 64, 32, 16
Activation functions of neurons Hyperbolic Tangent
Dropout ratio between hidden layers 0.1
Learning rate 0.001
Epochs 200
Early stopping patience 30 Epochs
Batch Size 32
Loss function RMSPE

models exhibit significant differences, attributed to the additional information considered
in the 𝐺𝐴𝑅𝐶𝐻 𝑋 model. Compared to the 𝐺𝐴𝑅𝐶𝐻 model, the 𝐺𝐴𝑅𝐶𝐻 𝑋 model is
more responsive to unforeseen changes in returns, and its absolute magnitudes are occa-
sionally greater. Furthermore, in many instances, the Value-at-Risk levels forecasted by
the 𝐺𝐴𝑅𝐶𝐻 𝑋 model are generally lower than those forecasted by the 𝐺𝐴𝑅𝐶𝐻 model.
This endeavours to address the underestimation of Value-at-Risk observed in the GARCH
model family as noted by Lee and Su (2012).

The neural network models, 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 and 𝑁𝑁 exhibit heightened sen-
sitivity to immediate changes, indicating their ability to swiftly respond to abrupt market
fluctuations. The 𝑁𝑁 model, which relies exclusively on lagged conditional variances pre-
dicted by the 𝐺𝐴𝑅𝐶𝐻 model, attempts to react more promptly than the simple 𝐺𝐴𝑅𝐶𝐻
model. However, the 𝑁𝑁 model is unable to capture all changes, for instance, there
are certain changes to which only the 𝐺𝐴𝑅𝐶𝐻 𝑋 model can respond promptly, due
to the additional information it incorporates. The sentiment-augmented neural network
𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 leverages the additional information utilised by the 𝐺𝐴𝑅𝐶𝐻 𝑋

model to better capture and react to sudden and intense market changes. The absolute
magnitudes of the VaR forecasts produced by the different neural network models are
substantially greater than those of the other models’ forecasts. However, the instance
of the 𝑁𝑁 model shows that the flexibility provided by the neural network alone is not
sufficient. The additional information provided by the different sentiment indices also
increases the accuracy of the VaR forecasts which ensures the immediate response to most
sudden changes with appropriate absolute magnitudes. The 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 and
𝐺𝐴𝑅𝐶𝐻 𝑋 models establish lower VaR levels in high volatility periods. However, similar
to the 𝑁𝑁 model, during less volatile periods, the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model predicts
higher VaR levels, which prevents the model from overestimating the VaR during these
times, as is often the case with 𝐺𝐴𝑅𝐶𝐻 models (Lee and Su, 2012). This suggests that
the adequate integration of sentiment data in different models contributes to a more con-
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servative risk assessment in high-volatility periods, which prevents the underestimation of
Value-at-Risk and the flexibility provided by the neural network ensures that the VaR level
is not overestimated during less volatile periods. Based on the selected visual examples, it
is evident that the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model performs the best among all the models,
because this model combines the indispensable complexity offered by the neural networks
with the advantages of providing additional information on sentiment indices.

Figure 4.3: Forecasts of the 2.5% Value-at-Risk for Alphabet Inc. stock in the test dataset
as predicted by multiple models.

In addition to evaluating the visual results, we also conduct various statistical tests on
the different VaR forecasts. The discrepancies from realised volatility for these stocks, the
statistical backtests of VaR, and the expected losses determined by various loss functions
are summarised in Tables 4.10 4.11 4.12. Table 4.10 reveals that the𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥

model consistently outperformed the other models in forecasting realised volatility for
all randomly selected stocks. A pairwise comparison of the models revealed that the
𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model performed better in most cases across all three metrics and
outperformed in at least two metrics. For the randomly selected stocks under investigation,
distinguishing among the remaining three models is not straightforward. Consequently,
the comparison among these models is presented in the aggregated results subsection,
which encompasses a larger sample size to provide a comprehensive analysis.
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Figure 4.4: Forecasts of the 2.5% Value-at-Risk for International Business Machines
Corporation stock in the test dataset as predicted by multiple models.

One of the most critical aspects of Value-at-Risk (VaR) backtesting is compliance with
statistical tests. In the case of randomly selected stocks Table 4.11 shows that the GARCH
model fails to meet any of the observed statistical tests at the 5% significance level, which
confirms the general finding that GARCH models tend to underestimate or overestimate
the actual Value-at-Risk (Lee and Su, 2012). In contrast, nearly all the other models
satisfy the Kupiec test at the 5% significance level. However, only the VaR predictions
generated by the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model satisfy both the Christoffersen Duration
and Joint tests. The observed results for the selected stocks are also reflected in the
aggregated outcomes, demonstrating that only the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model neither
underestimates nor overestimates the Value-at-Risk, while the time intervals between
violations exhibit no memory effect.

Finally, we assess the expected loss values estimated using different loss functions, as
presented in Table 4.12. The table indicates that, in almost all cases, most of the different
losses calculated with the VaR predictions from the𝐺𝐴𝑅𝐶𝐻 model are the smallest. This
is likely because although the 𝐺𝐴𝑅𝐶𝐻 model either underestimates or overestimates the
VaR in certain periods, it generally tends to overestimate the VaR for the stocks examined
during the whole period. The second smallest magnitude of the loss is achieved by the
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Figure 4.5: Forecasts of the 2.5% Value-at-Risk for Tesla Inc. stock in the test dataset as
predicted by multiple models.

models enhanced with sentiment indices. While the traditional GARCH models appear
to be the best in terms of minimising expected losses, a broader perspective reveals a
different conclusion. When considering which models achieve the lowest losses while
also complying with various statistical tests, the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model stands out
as the best. For the examined stocks, the 𝐺𝐴𝑅𝐶𝐻 model does not satisfy any statistical
tests, while the𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥model not only adheres to the stringent requirements
of statistical validation but also provides competitive loss values, making it the preferred
choice for accurate and reliable Value-at-Risk forecasting.
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4.6.3 Aggregated Results of Stocks in the S&P 500 Index

The analysis conducted on the randomly selected stocks is extended to include all
stocks in the S&P 500 index. The aggregated results of this comprehensive analysis are
presented in this subsection. First, we compare the different models pairwise to determine
the proportion of stocks where each model more accurately predicts realised volatility
relative to the others based on the specified metric. Second, we assess the proportion of
stocks where one model realised less expected loss compared to the other model based on
the specified metric. Finally, we evaluate the proportion of stocks for which one model
more or less frequently rejected the null hypothesis than did the other model in the given
statistical tests.

The results are presented in Tables 4.13, 4.14 4.15, where the first two tables show
the proportions of observed stocks determined by comparing how often the model in
the given row outperforms the model in the corresponding column based on the spec-
ified metric. For instance in Table 4.13, the proportion of 69.57% demonstrates that
the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model has a lower MSE than does to the 𝑁𝑁 model. The
𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model outperforms the 𝑁𝑁 model in terms of the MSE for ap-
proximately 69.57% of the observed stocks evaluated. Naturally, if we examine the 𝑁𝑁
row, it becomes evident that in 1 − 69.57% = 30.43% of the cases, the 𝑁𝑁 model
achieves a lower MSE value compared to the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model. In contrast,
the proportions presented in Table 4.15 should be interpreted differently. These propor-
tions indicate how often the model in the given row performs better or worse than the
model in the corresponding column. Hence, these values represent relative differences
in proportions. For instance, in Table 4.15 the proportion of −6.38% at the intersection
of the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 (row) and 𝑁𝑁 (column) for Kupiec means that in 6.38%
of the stocks, the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model rejects the null hypothesis less frequently
than does the 𝑁𝑁 model. A negative value indicates that the 𝑁𝑁 model outperforms the
𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model in terms of the Kupiec statistical test. The average mag-
nitude of the volatility prediction errors of the different models compared to that of the
GARCH model is presented in Figure 4.6.

The 𝐺𝐴𝑅𝐶𝐻 𝑋 model exhibits much better performance in terms of error metrics
compared to the 𝐺𝐴𝑅𝐶𝐻 model in the case of the prediction of realised volatility. Fig-
ure 4.6 shows that the 𝐺𝐴𝑅𝐶𝐻 𝑋 model exhibits significantly smaller average errors
from realised volatility compared to the 𝐺𝐴𝑅𝐶𝐻 model based on all average metrics.
Additionally, in nearly three-quarters of the examined stocks, the realised volatility is pre-
dicted more accurately by incorporating additional sentiment information compared to the
𝐺𝐴𝑅𝐶𝐻 model. This ratio is reversed when examining expected losses based on various
metrics. In this case, the 𝐺𝐴𝑅𝐶𝐻 model predicts smaller losses in three-quarters of the
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Table 4.13: The proportion of stocks for which the realised volatility is better predicted
by the given model than by the other models based on the specified metric.

NN Sentiment Index NN GARCH GARCH X

NN Sentiment Index
MSE 69.57% 63.19% 62.34%
RMSPE 79.36% 66.17% 54.47%
MAE 76.38% 65.53% 56.81%

NN
MSE 30.43% 49.79% 43.19%
RMSPE 20.64% 37.66% 22.34%
MAE 23.62% 44.04% 27.87%

GARCH
MSE 36.81% 50.21% 38.09%
RMSPE 33.83% 62.34% 24.04%
MAE 34.47% 55.96% 26.81%

GARCH X
MSE 37.66% 56.81% 61.91%
RMSPE 45.53% 77.66% 75.96%
MAE 43.19% 72.13% 73.19%

instances compared to the 𝐺𝐴𝑅𝐶𝐻 𝑋 model. However, according to the statistical tests,
the 𝐺𝐴𝑅𝐶𝐻 𝑋 model demonstrates less frequent underestimation or overestimation of
the predicted VaR values. The𝐺𝐴𝑅𝐶𝐻 𝑋 model rejects the null hypothesis of Kupiec test
less frequently than the 𝐺𝐴𝑅𝐶𝐻 model in approximately 15% of the stocks (75 stocks)
and performs better in other statistical tests as well. Overall, by incorporating additional
information derived from different sentiments, we can achieve better predictive capability
for realised volatility in significantly more stocks and increase compliance with statistical
tests, though this comes at the cost of potentially higher expected losses for certain stocks.

Comparing the 𝑁𝑁 model to the 𝐺𝐴𝑅𝐶𝐻 model, the GARCH(1,1) based 𝑁𝑁 model
can also predict smaller deviations from realised volatility than the simple 𝐺𝐴𝑅𝐶𝐻
model in nearly half of the examined stocks, although the average error values of the
𝑁𝑁’s predictions are greater than those of the 𝐺𝐴𝑅𝐶𝐻 model. This is because while the
𝑁𝑁 model provides better predictions in the majority of cases, the improvement in these
instances is marginal. These marginal improvements are offset by the cases where the
𝐺𝐴𝑅𝐶𝐻 model performs better. Consequently, the average error values for the 𝑁𝑁 model
are higher. One possible explanation for why the hybrid model does not perform better than
the simple model is that, despite the use of multiple regularisation techniques, the neural
network model may have overfitted the remaining stocks. The 𝑁𝑁 model does not show
significant improvement in reducing expected losses compared to the standard 𝐺𝐴𝑅𝐶𝐻
model, achieving lower expected losses in only approximately 10% of the examined stocks.
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Table 4.14: The proportion of stocks for which the loss is smaller than the given model
compared to the other model based on the specified metric.

NN Sentiment Index NN GARCH GARCH X

NN Sentiment Index
Quadratic Loss 88.30% 15.96% 34.26%
Firm Loss 60.00% 17.87% 30.21%
Smooth Loss 68.51% 23.83% 35.74%

NN
Quadratic Loss 10.85% 7.45% 13.19%
Firm Loss 40.00% 14.04% 26.17%
Smooth Loss 31.49% 11.91% 24.68%

GARCH
Quadratic Loss 80.00% 92.13% 69.79%
Firm Loss 82.13% 85.96% 78.30%
Smooth Loss 76.17% 88.09% 73.83%

GARCH X
Quadratic Loss 63.19% 86.17% 22.13%
Firm Loss 69.79% 73.83% 21.70%
Smooth Loss 64.26% 75.32% 26.17%

Nevertheless, the results of the statistical tests improved significantly, for instance, the
Kupiec test was satisfied more frequently in 35% of the examined cases (175 stocks), and
Christoffersen’s duration and Joint tests were also satisfied more frequently in one-quarter
of the stocks. It is also observed that the 𝑁𝑁 model accepts the various statistical tests in
significantly more instances than does the𝐺𝐴𝑅𝐶𝐻 𝑋 model. Overall, the neural network-
based hybrid model demonstrates better volatility forecasting capabilities in many cases
and satisfies statistical tests significantly more often than do the GARCH-based models;
however, this comes at the cost of higher expected losses in many instances. The NN
model’s potential is evident, but additional enhancements are required to fully realise its
capabilities.

The 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model combines all the advantages contained in the pre-
viously presented 𝐺𝐴𝑅𝐶𝐻 𝑋 and 𝑁𝑁 models. While the neural network ensures the
appropriate complexity of the model, the additional information derived from various
sentiments provides the opportunity to identify unexpected changes. Consequently, the
𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model can respond appropriately to both expected and unexpected
changes not only in terms of timing but also in absolute magnitude, in contrast to the
other examined models. The 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model volatility forecasting capabil-
ity surpasses the other models’ ability. When comparing pairwise with the other models,
it achieves better results in approximately three-quarters of the examined stocks compared
to the 𝑁𝑁 model and demonstrates superior predictive capability for approximately three-
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Table 4.15: The proportion of stocks for which the null hypothesis of the given test
statistics was rejected more or less frequently compared to the other model.

NN Sentiment Index NN GARCH GARCH X

NN Sentiment Index
Kupiec -6.38% 28.72% 14.04%
Christoffersen 20.00% 44.04% 37.44%
Joint 11.06% 33.19% 27.87%

NN
Kupiec 6.38% 35.11% 20.43%
Christoffersen -20.00% 24.04% 17.45%
Joint -11.06% 22.13% 16.81%

GARCH
Kupiec -28.72% -35.11% -14.68%
Christoffersen -44.04% -24.04% -6.60%
Joint -33.19% -22.13% -5.32%

GARCH X
Kupiec -14.04% -20.43% 14.68%
Christoffersen -37.45% -17.45% 6.60%
Joint -27.87% -16.81% 5.32%

fifths of the examined stocks compared to the different GARCH models. Furthermore, the
average error value relative to the 𝐺𝐴𝑅𝐶𝐻 model is notably significant, being more than
twice as large as the improvement achieved by the𝐺𝐴𝑅𝐶𝐻 𝑋 model. In terms of expected
losses, the model positions itself between the 𝑁𝑁 and𝐺𝐴𝑅𝐶𝐻 𝑋 models. It significantly
predicts lower expected losses in more cases, based on various metrics, than does the 𝑁𝑁
model. However, compared to the 𝐺𝐴𝑅𝐶𝐻 𝑋 model, it forecasts lower expected losses
in only approximately one-third of the cases. Statistically, there is no evidence of a signif-
icant discrepancy in the proportion of stocks for which the 𝑁𝑁 model meets the criteria of
the Kupiec test. However, substantial improvement is observed in the duration and joint
statistical tests. The model satisfies the duration test in approximately an additional 20%
of the examined stocks (almost 100 stocks) and the joint test in an additional 10% (more
than 50 stocks) compared to the 𝑁𝑁 model. Ultimately, the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model
is the one that most accurately predicts volatility across the largest number of observed
stocks among all the proposed models. Furthermore, the Value-at-Risk predicted by the
𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model ensures the smallest expected loss for the majority of the
observed stocks while satisfying the different statistical tests.

4.7 Conclusion and Further Suggestions

In this chapter, we propose incorporating the additional information provided by
sentiments of news and social media into well-known conditional volatility forecasting
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Figure 4.6: The volatility prediction capability of the given models compared to that of
the GARCH model

models. The underlying idea is that sentiment indices can predict unexpected changes that
cannot be anticipated based solely on information on previous returns. First, we explore
the nonlinear functional relationship between various sentiment indices and conditional
volatility. Following this, we propose two models enhanced with sentiment indices to
achieve more accurate conditional volatility predictions, and thereby more precise Value-
at-Risk estimations.

We conducted an empirical analysis to compare different models. During the analysis,
we estimate Value-at-Risk (VaR) values at a 2.5% significance level for all stocks listed
in the S&P 500. The models are trained and backtested over a five-year period. Based on
the predictions the sentiment augmented GARCH model is more effective at predicting
realised volatility across various metrics than the standard GARCH model. The additional
information from sentiment indices reduces instances of underestimation or overestima-
tion of the actual Value-at-Risk. GARCH prediction-based neural networks are capable of
responding promptly to rapid returns changes. However, we demonstrate that these reac-
tions are sometimes missing or often insufficiently large for accurate VaR estimation. Our
proposed sentiment augmented neural network model combines the necessary complexity
of neural networks and the ability to detect unexpected changes provided by the additional
information of different sentiment indices. The model, therefore, is capable of responding
not only promptly to unforeseen changes but also to changes of an appropriate magnitude.

Based on our results, the 𝑁𝑁 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝐼𝑛𝑑𝑒𝑥 model most accurately predicts con-
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ditional volatility among all the models examined. Furthermore, for most of the examined
stocks, the Value-at-Risk estimated by the model is the one that realises the smallest
expected loss while satisfying the conventional statistical tests of Value-at-Risk. These
features of the sentiment augmented neural network model demonstrate its superior per-
formance and reliability in financial risk prediction. Therefore, we recommend further
development and integration of this model into risk management practices to enhance
predictive accuracy and minimise potential financial losses.

During the training process for individual stocks, we refrained from performing hy-
perparameter optimisation. We apply the same sufficiently complex architecture and
hyperparameters in all cases to ensure that the estimated results from the models are
easily comparable. Therefore, we believe that the results could be further improved if
hyperparameter optimisation is conducted separately for each stock. Unfortunately, we
were only able to conduct the training and backtesting of the models over the past five
years. However, if one has access to older sentiment data, it would be also possible to train
the proposed models in a stressed environment, which we believe would result in even
more conservative VaR predictions. In this study, we exclusively forecast 1-day ahead
Value-at-Risk, but the architecture of the neural network with LSTM cells could enable
longer-term forecasts, which, in our opinion, could achieve even greater improvement
compared to conventional models.
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Chapter 5

Conclusion and Future Research

Overall, the dissertation examines derivative pricing and risk management from three
closely connected perspectives. Chapter 2 presents a numerical simulation of a pseudo-
Hermitian Hamiltonian for single-asset path-dependent options. By formulating the prob-
lem in terms of Arrow-Debreu state prices within a Hilbert space framework, the chapter
implements Hamiltonian spectral simulation and a shift-invert Lánczos variant for deriva-
tive valuation and risk-sensitivity estimation. The numerical results show that the proposed
algorithms produce highly accurate option values, state-price densities, digital option val-
ues, Delta estimates, and knock-out probabilities. They also show that, on finer grids,
the proposed shift-invert Lánczos Hamiltonian simulation attains essentially the same
accuracy as the full spectral solution with much more favourable runtime scaling. The
benchmark comparisons further indicate that the Hamiltonian-based simulations remain
fully competitive with standard finite-difference, tree lattice, and Monte Carlo proce-
dures, especially for risk measures that depend sensitively on the state-price density. More
broadly, the numerical Hamiltonian framework is not limited to the contracts studied in the
chapter and can be extended to other path-dependent derivatives for which no closed-form
analytical solution is available.

Chapter 3 generalises the single-asset framework to multiple correlated underlying
assets. Its main contribution is the derivation of the pseudo-Hermitian Hamilton operator
of the multi-asset Black-Scholes-Merton model. Building on this result, the chapter
develops semi-analytical valuation formulas for multi-asset plain vanilla European claims
and double-knockout rainbow options, including cases with asset-specific barrier levels.
In this way, the chapter shows that the Hamiltonian simulation framework developed in the
single-asset setting can be extended to higher-dimensional derivative-pricing problems.

Moving beyond derivative valuation, Chapter 4 advances the more precise measure-
ment of financial risk by introducing data-driven methods for risk forecasting. It investi-
gates whether sentiment indicators extracted from news and social media contain useful
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information for volatility and Value-at-Risk forecasting. The chapter extends the standard
GARCH framework with sentiment variables and develops sentiment-augmented recurrent
neural network specifications that combine volatility forecasts by the GARCH model with
sentiment information, particularly via LSTM architectures. The empirical results indi-
cate that sentiment contains predictive information about future volatility, and a nonlinear
model of this predictive content yields further gains in forecast accuracy. The empirical
analysis is conducted on a broad scale across the full cross-section of stocks included in
the S&P 500 index. Overall, the results indicate that sentiment augmentation improves
realised-volatility forecasts and, in many cases, yields more reliable Value-at-Risk esti-
mates than benchmark models, while the proposed sentiment-augmented neural-network
specification provides the strongest overall performance across the examined stocks.

The findings presented above also permit a direct evaluation of the four hypotheses
formulated in Chapter 1.

H1. H1 is supported within the examined numerical setting. The results of Chapter 2
show that the pseudo-Hermitian Hamiltonian framework is fully competitive with
the Crank–Nicolson, binomial-tree, and Monte Carlo benchmarks, with particularly
strong performance for quantities that depend sensitively on the Arrow–Debreu
state-price density. On sufficiently fine grids, the shift-invert Lánczos method
retains essentially the accuracy of the full-spectral solution while exhibiting more
favourable empirical runtime scaling.

H2. Chapter 3 demonstrates that the pseudo-Hermitian similarity transformation can
be generalised to correlated multi-asset Black–Scholes–Merton pricing problems
and that it maps the corresponding non-Hermitian pricing Hamiltonian to a Her-
mitian representation. For European terminal payoffs, the resulting free-particle
formulation recovers the conventional multi-asset Black–Scholes–Merton pricing
kernel, thereby enabling the valuation of standard multi-asset European options.
For the examined two-asset double knock-out worst-of rainbow option with asset-
specific barriers, the particle-in-a-box construction approximates the transformed
barrier problem and yields a computationally tractable semi-analytical approxima-
tion method. Taken together, these results support H2.

H3. H3 is partially supported because statistically significant predictive ability was
not found for all examined stocks. At the first lag and the 5% significance level,
the nonlinear tests detected significant predictive relationships for 83%, 81%,
39%, and 37% of the examined stocks for negative Twitter/X, positive Twitter/X,
negative news, and positive news sentiment, respectively. The corresponding linear
detection rates were 27%, 9%, 6%, and 6%. Thus, the results indicate that nonlinear
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specifications capture a substantial part of the predictive information contained in
sentiment that remains undetected by linear tests.

H4. H4 is also partially supported because sentiment augmentation improved fore-
cast performance for a majority, but not all of the examined stocks. Relative
to GARCH, the sentiment-augmented GARCH model produced lower errors for
61.91%, 75.96%, and 73.19% of the stocks under MSE, RMSPE, and MAE, re-
spectively. Relative to the corresponding GARCH–LSTM-based benchmark, the
sentiment-augmented model improved these measures for 69.57%, 79.36%, and
76.38% of the stocks. The Value-at-Risk results also improved overall, as sentiment
augmentation generally increased the non-rejection rates across the applied back-
tests. For the GARCH specifications, improvements occurred under the coverage,
duration, and joint tests, whereas for the GARCH–LSTM-based specifications the
gains were concentrated in the duration and joint tests. The improvement was there-
fore substantial overall, although it was not uniform across all model specifications
and backtests.

On the basis of these numerical and empirical findings, the principal results of the
dissertation can be formulated as the following thesis statements:

T1. Within the examined single-asset Black–Scholes–Merton settings, the pseudo-
Hermitian Hamiltonian spectral method reconstructs the Arrow–Debreu state-price
density with high numerical accuracy and is fully competitive with the Crank–
Nicolson, binomial-tree, and Monte Carlo benchmark methods for option valu-
ation, with particularly strong performance for density-sensitive quantities. On
sufficiently fine grids, the shift-invert Lánczos approximation reproduces the full-
spectral estimates with essentially unchanged accuracy while exhibiting a more
favourable empirical runtime.

T2. The pseudo-Hermitian similarity transformation applied in the single-asset frame-
work of T1 is generalisable to correlated multi-asset Black–Scholes–Merton pricing
problems and maps the corresponding non-Hermitian pricing Hamiltonian to a Her-
mitian representation. For European terminal payoffs, the resulting free-particle
formulation recovers the conventional multi-asset Black–Scholes–Merton pricing
kernel and thereby enables the valuation of standard multi-asset European op-
tions. For the examined two-asset double knock-out worst-of rainbow option with
asset-specific barriers, the particle-in-a-box construction yields a computationally
tractable semi-analytical approximation.

T3. Lagged positive and negative sentiment indices derived from news and Twitter/X
contain statistically significant predictive information for the conditional variance
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of daily returns among substantial proportions of the examined S&P 500 stocks.
The considerably higher detection rates of the nonlinear tests show that nonlinear
specifications capture a substantial part of the predictive information contained in
sentiment that remains undetected by the standard linear test.

T4. Augmenting the GARCH and GARCH–LSTM-based models with sentiment infor-
mation reduces out-of-sample realised-volatility forecast errors for a majority of
the examined stocks under each of MSE, RMSPE, and MAE. These forecasting
gains are accompanied by stronger overall Value-at-Risk backtesting results across
the coverage, duration, and joint tests, with the sentiment-augmented specifications
attaining higher non-rejection rates in five of the six model-by-test comparisons.

These results also point to several directions for future research. A natural next step
is to connect Chapters 2 and 3 more closely by developing a numerical Hamiltonian sim-
ulation framework for multi-asset path-dependent derivatives, ideally with computational
techniques that remain tractable in higher dimensions. A further natural direction follows
from our observation that volatility can be forecast with high accuracy using data-driven
approaches. This suggests that, rather than relying exclusively on parametrically spec-
ified dynamics, it may be advantageous to estimate the Hamiltonian operator used for
option pricing using data-driven methods and then employ the resulting operator directly
for valuation and risk sensitivity estimation. Finally, since the pricing methodology is
formulated in operator form, the development of efficient quantum algorithms for these
valuation problems remains a promising longer-term research direction. Progress in this
area could open the way to new computational methods for pricing and risk analysis of
increasingly complex derivative structures.
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Léber, D., 2025. Quantum mechanical approach to pricing multi-asset path-dependent
options. Physica A: Statistical Mechanics and its Applications 675, 130644. doi:https:
//doi.org/10.1016/j.physa.2025.130644.
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